Retrofitting Operating System Security

for Modern Hardware Protections

Kha Dinh Duy

A dissertation submitted in partial fulfillment of the
requirements for the degree of Doctor of Philosophy

Department of Computer Science and Engineering
Sungkyunkwan University

Advisor: Hojoon Lee

November 2025



Contents

1 Introduction 1
1.1 Motivation . . . . . . . . . e e e e 2
1.1.1 Limitations of existing OS protection. . . . . . .. .. .. ... ... ... 2
1.1.2  Rise of hardware-assisted protection . . . . .. ... ... ... ... ... 2
1.2 Approach . . . . . . . . e 4
1.2.1 Retrofitting for security . . . . . . .. ... L L 4
1.2.2  Coherent software/hardware protection . . . . .. ... ... ... .... 4
1.3 Contributions . . . . . . . . L 5
1.4 Outline . . . . . . . . e 6
2 Background 7
2.1 OS Protection . . . . . . . . . L 8
2.1.1 Accesscontrol . . . . ... 8
2.1.2  OS Abstractions and Protection . . . . .. .. ... ... ... ... .. 8
2.1.3 Legacy hardware protection . . . . . . . . . .. ... L oL 9
2.2  Hardware-assisted In-process Isolation . . . . . .. . ... ... ... ....... 11
2.2.1 Motivation: needs for fine-grained isolation . . . . .. ... ... .. ... 11
2.2.2  Modern hardware support for isolation . . . . . . . . . ... ... .. ... 12
2.3 TEEs and Confidential Virtual Machines . . . . . . .. .. .. .. ... ... ... 13
2.3.1 Motivation: re-establishing trust in the cloud . . . . . . ... ... .. .. 13
2.3.2  Modern hardware support for CVMs . . . . . . . ... ... 14

3 CAPACITY: Cryptographically-Enforced In-Process Capabilities for Modern
ARM Architectures 16
3.1 Toward Coherent In-process Isolation . . . . . . .. .. ... ... ... ...... 18
3.2 Abstract . . . . . .. e e e 20
3.3 Introduction . . . . . . . . Lo 21
3.4 Background . . . ... oL 24
3.4.1 Pointer Authentication (PA) . . . ... ... ... .. L. 24
3.4.2 Memory Tagging Extension (MTE) . . . . . ... ... ... ... ..... 24
3.5 OVErVIEW . . . . e 25
3.5.1 Threat model . . . . . . . . .. . 25
3.5.2  Security requirements . . . . . ... ..o 26
3.5.3 Subjects and Objects . . . . . . . . . ... 26
3.5.4 Programming model overview . . . . . ... ..o 27
3.6 Domain Switching and Authentication . . . . . . ... ... ... ... ... 29
3.7 File System Object Isolation . . . . . . . . . ... ... ... .. ... . ...... 31
3.7.1 Enforcing domain-private file-system paths . . . . .. ... ... .. ... 31
3.7.2  Enforcing domain-private file descriptors . . . . . . ... ... 31
3.8 Domain memory isolation . . . . . . .. Lo o oo 33
3.8.1 Domain-private memory tagging . . . . . . ... ... ... 34



3.8.2 Domain-aware pointer authentication . . . . .. .. .. ... ... ... 34

3.8.3 Handling compatibility issues . . . . . .. . ... oL 35
3.9 Evaluation . . . . . . . .. L 37
3.9.1 Microbenchmarks . . . . . . . . ... 37
3.9.2 Adapting CAPACITY to real-world programs . . . . . . . . ... ... ... 38
3.9.3 Application performance benchmark . . . . . ... ... ... ... .... 40
3.10 Security analysis & discussion . . . . . . ... 43
3.11 Related work . . . . . . . Lo 44
3.12 Conclusion . . . . . . . e 46

4 INCOGNITOS: A Practical Unikernel Design for Full-System Obfuscation in

Confidential Virtual Machines 47
4.1 Toward coherent OS-assisted CVM protection . . . . . . . . ... ... ... ... 49
4.2 Abstract . . . . ... e 51
4.3 Introduction . . . . . . . . . . e e e 52
4.4 Background and Related work . . . . . . .. ... ... Lo 54
441 AMD SEV . . . e 54
4.4.2 Side-channel threatsin CVMs . . . . . . ... ... ... .. ........ 54
4.4.3 Previous mitigation approaches . . . . . . ... .. L L oL 55
4.4.4 Threat model . . . . . . . . . .. e 99

4.5 INCOGNITOS Overview . . . . . . . . . v vttt e e e e 57
4.5.1 Kernel subsystems . . . . . ... L oL oo 57
4.5.2  System requirements . . . . . . ... oL Lo Lo 57
4.5.3 Embracing unikernel design . . . . . . ... oL oL oo 58
4.5.4 Adaptive defense strategy . . . . . . ... o 58

4.6 Scheduling for Rate-Adaptive Policy . . . . . ... .. .. ... ... .. ..... 61
4.6.1 Data acquisition at ticks . . . . . .. ... o 61
4.6.2 Tick placement strategy . . . . . . . ... o oo 61
4.6.3 Tick and trampoline implementation . . . . . . .. ... ... .. ... .. 62
4.6.4 Rate-adaptive rerandomization policy . . . . . .. .. .. .. ... ... 63

4.7 OS-level Page Access Obfuscation . . . . . . . . . ... ... ... ... 65
4.7.1 System memory layout . . . . . . .. Lo Lo 65
4.7.2 Page management and randomization . . . . .. ... ... 66

4.8 Evaluation . . . . . . .. 68
4.8.1 Robustness evaluation . . . . . . ... ... L Lo 69
4.8.2  Access pattern profiling resilience . . . . .. ... ... L. 69
4.8.3 Thwarting JPEG image extraction attack . . . . . ... ... ... .... 70
4.8.4 nbench microbenchmark . . . . . .. .. o000 oo 71
4.8.5 Real-world application performance . . .. .. .. .. ... ... ..... 72

4.9 DISCuSsion . . . . . ... e e e e e e 75
4.9.1 Security discussion . . . . .. ..o 75
4.9.2 Future work . . . . . . .. 76

4.10 Additional Related work . . . . . . . . . ... 77
4.10.1 Side-channel attacks on SEV-SNP . . . ... ... ... ... ....... 7
4.10.2 Approaches for side-channel mitigation . . . . . . .. .. ... ... .. .. 7

4.11 Conclusion . . . . . . . . . e e e e e e 78
5 Lessons learned and conclusion 79
5.1 Lessons Learned . . . . . . . .. . . 79
5.2 Conclusion . . . . . . . . . e e 81
References 82

ii



List of Tables

2.1
2.2

3.1
3.2

3.3
3.4

4.1

4.2
4.3

Example access control matrix . . . . . ... L Lo o 8
Comparison of isolation primitives . . . . . . . . .. ..o 12
CaraciTY APIs and program annotations . . . . . . . . .. ... ... ... ... 27

Latency of CAPACITY system calls intercepted by the reference monitor and
libcapacity APIs (Cap.) vs. baseline (Base.). We also report getpid for context. 37
CAPACITY overheads on sshand wget. . . . . . . . . ... ... .. ....... 40
CaprAacITY domains and protected assets in evaluated applications. Columns 3-9
show runtime measurements for one iteration of {HTTPS file transfer (NGINX)
/ SSH handshake / wget file download}. . . . . . . . ... ... ... ... ... . 42

SEV-SNP Confidential VM (CVM) VMExit frequency (exits/isns) in benign
workloads and attacks. L4 were performed on LibJPEG (Subsection 4.8.3), L5
and L6 were performed on Redis workload. . . . .. ... ... .......... 59
Configurable parameters to policy . . . . . . . . .. ... L. 63
Performance overheads Ovh. of different INCOGNITOS configurations, compared
against unmodified nbench execution. Average number of executed synchronous
ticks (#Tick), page faults (#PF) and rate-adaptive rerandomizations (#RR)
for each benchmark iteration are also reported. Number of synchronous ticks
remains mostly constant across settings. . . . . . ... .. Lo oL 74

iii



List of Figures

1.1

2.1
2.2
2.3

3.1

3.2
3.3

3.4
3.5

3.6

3.7

3.8

4.1

4.2
4.3
4.4

4.5

4.6

4.7

Comparison between legacy OS protection and modern hardware-assisted
protection. . . . . . . ... L e e e e

In-process isolation divides a process into smaller, isolated compartments.

Trust model of traditional computing vs. Intel SGX. . . . . . ... ... ... ..
CVMs encapsulate the entire VM, including the OS and application, inside a
protection domain. . . . . .. . Lo Lo

The system call interface allows a compromised compartment to access other
domains’ system resources. . . . . .. ... e
Overview of CAPACITY’s in-process domains and life-cycle objects protection.
CAPACITY’s reference encapsulation of pointers and file descriptors with
cryptographic authentication code (AC). . . . . . .. ... ... ...
CAPACITY’s instrumentation of an annotated function. . . . . . . . .. ... ...
Type-based global constructor generation. sign(id) signs an in-memory pointer
indexed by LLVM variable ¢d. . . . . . . .. .. oo oo
Overhead of instrumented nbench-byte, normalized to uninstrumented baseline
and sorted by overhead. . . . . . . . .. ...
BASELINE webserver vs. CAPACITY-enabled webserver throughput benchmark
performed with local ab client. . . . . . .. .. .. . o oL
CAPACITY enables life-cycle private key protection and per-instance isolation of
session keys in the NGINX webserver. . . . . . .. .. .. .. ... ... ...

While an untrusted cloud platform cannot directly access a CVM’s sensitive
memory, they can leak information through side-channel attacks on shared
hardware architectural/microarchitectural states. Further, they can exploit
their management of the page table to perform a controlled-channel attack.
Overview of INCOGNITOS . . . . . . . . . ..
INCOGNITOS’s system memory layout and page management . . . . .. ... ..
VMEXxit frequencies measured by INCOGNITOS vs. ground truth (in-KVM), and
the resulting adaptive randomization rates for Redis under various workloads and
attacks. . ... Lo
NPF controlled-channel profiling results of INCOGNITOS-hosted NGINX code
and data page access frequency during single HTTPS request. H(X) values
show Shannon entropy values. . . . . . . . . .. ... L L oo
Image extraction results on LibJPEG using NPF controlled-channel attack [1]
against unprotected Unikraft CVM vs. INCcOGNITOS. . . .. .. .. .. .. ...
Throughput of INCOGNITOS-hosted NGINX web server with varied requested file
sizes and rerandomization frequency, normalized to the throughput of baseline
NGINX Unikraft. x marks number of rerandomizations performed. . . . . . . . .

iv

12
13

15



4.8 Throughput of INCOGNITOS-hosted Redis in back-to-back LPUSH and GET
workloads with 4K and 8K payloads, normalized to throughput of baseline
Redis on Unikraft. x marks number of rerandomizations performed. . . . . ..



Abstract

Modern hardware increasingly provides powerful security mechanisms that operate partially
outside the operating system’s traditional authority. At the same time, the long-standing OS
protection model, built around coarse-grained process isolation, struggles to address the security
and performance demands of modern software. This divergence leads to incoherent protection
models, where hardware and software enforce security independently, leaving gaps that attackers
can exploit.

This dissertation argues that effective system security requires coherent protection:
hardware-assisted protection models must align systematically with those implemented by the
OS. Through this lens, the dissertation examines two emerging challenges: (1)
hardware-assisted in-process isolation, and (2) side-channel mitigation in VM-level trusted
execution environments. To address these challenges, it presents two systems, CAPACITY and
INCOGNITOS, which retrofit OS security mechanisms to modern hardware features without
sacrificing compatibility.

CAPACITY demonstrates how intra-process isolation domains established through ARM
hardware primitives—such as Pointer Authentication and Memory Tagging—can be made
coherent with legacy OS abstractions by transforming resource references into
cryptographically authenticated capabilities.

INCcOGNITOS addresses the challenge of aligning OS-level behavior with hardware-enforced
VM isolation. It redesigns OS capabilities — scheduling and memory management — to mitigate
side-channel leakage in confidential VMs while preserving compatibility and performance.

Together, these systems provide practical blueprints for reconciling modern hardware
security primitives with long-standing OS protection models. They demonstrate that, through
principled retrofitting, contemporary systems can leverage new hardware capabilities without
sacrificing performance, compatibility, or security.

The ideas from this dissertation contribute to the vision of secure computing infrastructures
where hardware and software collaborate seamlessly to defend against current and emerging
threats.

Keywords: Security, Operating System, Protection, Side channels
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Chapter 1

Introduction

I pray daily that more of my fellow-programmers
may find the means of freeing themselves from the
curse of compatibility.

Edsger W. Dijkstra, The Humble Programmer

The past century has witnessed rapid technological progress, with computing systems
among its most transformative developments. The advent of the Internet revolutionized global
information exchange. At the same time, recent advances in artificial intelligence have
accelerated scientific discovery at an unprecedented pace. Underlying these breakthroughs are
the infrastructures that enable computation — both software and hardware. The Operating
System (0OS), which mediates between them, remains a cornerstone of technological
innovation.

For decades, the OS has served as the central authority for enforcing system security,
providing a coherent security model that governs users’ access to resources. However, such a
model is showing limitations when used to secure modern software. At the same time,
advances in processor design have introduced new hardware-level security mechanisms, such as
Intel Protection Keys for Userspace (PKU) and Software Guard Extensions (SGXs), that
enforce protection models partially outside the OS’s control. Consequently, system security is
now jointly enforced by two distinct entities: the hardware and the software (OS). When their
respective protection models diverge, gaps in protection may emerge, exposing attack vectors
and undermining the intended guarantees of both.

This dissertation argues that hardware-assisted protection models must be systematically
coherent with those established by the software (OS). Through the lens of coherent protection,
it explores two modern challenges in systems security: hardware-assisted in-process isolation
and side-channel mitigation in wvirtual machine (VM)-level Trusted Ezecution Environments
(TEEs). To address these challenges, the dissertation presents two systems, CAPACITY and
INCOGNITOS, which retrofit OS security to modern hardware security features in a principled
and coherent manner.



1.1 Motivation

1.1.1 Limitations of existing OS protection

Historically, the OS has been the central figure in ensuring systems’ security, enforcing a
protection model [2]. This protection governs how programs access system resources, relying
on long-standing abstractions such as processes to represent executing principals, and files to
represent protected objects. Combined with hardware support, these abstractions create two
fundamental isolation boundaries: one separating user applications from the privileged kernel
and another isolating processes from each other.

The traditional, process-centric protection has served as the basis of OS security for decades.
Still, its assumptions no longer align with modern computing environments. Two key weaknesses
are revealed by attempts to add security to modern systems.

» First, the process-level isolation boundaries provided by the OS are no longer sufficient in
containing bugs. Contemporary software systems are increasingly large and complex—a
peril underscored by the infamous Heartbleed vulnerability [3], which exploited a bug in
the OpenSSL cryptographic library. These weaknesses call for the separation of privilege
within complex programs into smaller, isolated modules [4,5,6,7,8,9]. The coarse-grained,
process-level protection of traditional OSes becomes a bottleneck for this decomposition,
imposing significant development and performance costs [4,5].

» Second, emerging confidential computing paradigms [10,11,12,13, 14] invert traditional
trust hierarchies by placing the OS outside of the trust boundary, necessitating a
reconsideration of security goals. Confidential computing, leveraging modern hardware
features, establishes secure enclaves — containers that are isolated from the rest of the
system, even the OS or the hypervisor. Such a paradigm shift introduces an entirely
different trust model that existing OS protection was not designed to express. Yet,
previous systems retrofit security into this model, introducing attack surfaces such as the
Tago attacks [15], which exploit system call APIs to take control of secure enclaves.

Given these limitations, this dissertation calls for rethinking the legacy OS’s protection
model to better align with the security and performance goals of modern systems.

1.1.2 Rise of hardware-assisted protection

At the same time, modern hardware increasingly implements its own protection and
isolation mechanisms, often beyond the OS’s complete visibility or authority. Taking
advantage of these new features, a plethora of systems have been developed and deployed,
providing models of hardware-assisted protection. This thesis focuses on the two recent
developments enabled by hardware-assisted protection: in-process isolation and VM-level
confidential computing, or CVM.

» Domain compression. In-process isolation (Figure 1.1b) compresses the protection
domains inward to create sub-process isolation domains, leveraging CPU features like
Intel PKU that enable userspace processes to establish memory isolation policies. Works
like ERIM and Hodor [5, 16] leverage these hardware extensions to create a protected
domain that isolates secrets and contains the impact of buggy code, showing significantly
better performance than process-level isolation.

» Domain expansion. The CVM paradigm (Figure 1.1c) ezpands the protection domain
outward from previous process-level secure enclaves to the entire VM. This direction
leverages recent advancements in TEE technologies, such as Intel TDX, AMD SEV, or
ARM CCA, to transform an entire VM, including applications and the OS, into a
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1.2 Approach

I now describe the approaches used to address the challenge of adopting modern hardware
security features to improve system security and performance.

1.2.1 Retrofitting for security

First, this dissertation argues that the practical path to introduce security is retrofitting
— integrating security features into existing protection models without breaking compatibility.
This approach also aligns with the goal of modern hardware features to provide compatibility
with existing systems.

Despite substantial advances in security architectures and OS composition, the status quo
has remained essentially unchanged since the 1970s. There have been numerous proposals that
promised better security, such as capability architectures [21, 22|, OSes [22, 23, 24],
microkernels [25], and secure programming languages [26,27]. Unfortunately, these approaches
have not seen large-scale adoption. Modern applications continue to depend on long-standing
standards such as Portable Operating System Interface (POSIX) [28] and the Windows
APT [29], which constrain compatibility with alternative designs. This status quo leads the
community to believe that achieving security is a hopeless quest [30]. Ultimately, most current
computing infrastructures still rely on OS-level process-level protection.

On the other hand, several successful security retrofits have been adopted, demonstrating
the approach’s efficacy. For example, SELinux [31] extends Linux’s Discretionary Access Control
(DAC) model with Mandatory Access Control (MAC) enforcement, while Capsicum [32] retrofits
a capability-based Application Programming Interface (API) in FreeBSD to enable fine-grained
access control [33]. Especially, SELinux is now a core component of Android, running on millions
of devices [34]. Similarly, large applications such as Chrome and Firefox are retrofitting sub-
process isolation to contain vulnerabilities from compromised third-party libraries [7].

1.2.2 Coherent software/hardware protection

While modern processors provide powerful protection primitives, their full security potential
can only be realized when OSes integrate them carefully. This thesis proposes the following
principle when integrating hardware-assisted security features:

Principle of coherent protection. Protection enforced by the software (OS)
must be coherent with the protection established with hardware support, toward
a unified protection model. This means (1) any new hardware-defined protection
must carefully consider the one established by software, and (2) the software-enforced
protection must align with the threat model of new hardware protection.

Previous research has demonstrated that incoherencies in the protection model lead to
insecurity — systems that leverage modern hardware features in an ad hoc manner often
reveal gaps in protections that undermine the benefits provided. For instance, for
hardware-assisted in-process isolation systems, prior work has demonstrated confused deputy
attacks, arising from the OS’s lack of awareness of hardware-enforced protection
domains [17, 35].  Similarly, trying to retrofit legacy OSes into VM-level isolation (e.g.,
AMD-SEV) can exacerbate side-channel and interface vulnerabilities, as demonstrated by
recent attacks against confidential virtual machines [36,37,38,39]. Chapter 3 and Chapter 4
will go into more detail about the problems caused by inconsistencies in the protection.

This dissertation explores the principle of coherent protection with two complementary
approaches: (1) retrofitting security guarantees provided by hardware to those provided by the
OS, or (2) retrofitting the OS protection model to reflect the one established by hardware.



1.3 Contributions

The work presented in this thesis, CAPACITY and INCOGNITOS, examines two layers of the
protection hierarchy to illustrate the broader principle of coherent protection.

- Retrofitting hardware to incorporate OS protection. At the intra-process level,
CAPACITY demonstrates how intra-process domains established through modern ARM
hardware acceleration can be coherently retrofitted into legacy abstractions, with a novel
cryptographic capabilities mechanism. CAPACITY retrofits capability-based protection
into legacy process abstractions, leveraging ARM Pointer Authentication (Pointer
Authentication (PA)) and Memory Tagging (Memory Tagging Extension (MTE)) to
transform resource references into cryptographically verifiable capabilities. This design
enforces consistent security semantics across file and memory accesses, bridging the gap
between software abstractions and hardware enforcement while leveraging modern
hardware acceleration.

- Retrofitting OSes for protection of hardware domains. At the system level,
INCOGNITOS explores how OSes can collaborate with hardware-enforced VM-level
isolation to enforce coherent threat models. Specifically, INCOGNITOS redefines the role
of the OS in modern CVM-protected systems, treating it as an active component in
mitigating side-channel attacks, a critical attack vector for TEE. By retrofitting OS
capabilities, scheduling, and memory management, it mitigates side-channel leakage
while incurring reasonable overheads from protection.



1.4 Outline

The remainder of this thesis will be as follows. Chapter 2 provides the background that led
to the contributions of this thesis. Chapter 3 presents CAPACITY, the first system developed
in this thesis. Chapter 4 introduces INCOGNITOS, the second system contribution. Chapter 5
concludes the thesis by reflecting on the broader implications of the proposed systems. It
discusses lessons learned from retrofitting operating-system security with modern hardware
support.



Chapter 2

Background

This then is programming, both a tar pit in which
many efforts have floundered and a creative activity
with joys and woes all its own.

Frederick P. Brooks, Jr., The Mythical Man-Month

Most Operating Systems (OSs) pursue three fundamental objectives. First, they must
provide a set of Application Programming Interfaces (APIs) that are intuitive for application
developers. This is achieved through abstractions that describe high-level resource properties
while concealing implementation details. Processes, threads, and files are prime examples of
such abstractions used in modern applications. Second, they must efficiently manage hardware
resources—including CPU time, memory, and storage—by allocating and reclaiming them as
needed. Disciplines such as memory management, file system design, and scheduling emerged
to fulfill this objective.

Since the advent of multiprogramming, the OS has also been responsible for ensuring the
security of computation in the presence of potentially buggy or malicious programs. This is the
focus of this dissertation. Historically, security enforcement has been primarily the responsibility
of the OS. However, in recent years, we have seen a shift toward (1) finer-grained, application-
defined isolation and (2) hardware-defined security boundaries enabled by modern architectural
features. This dissertation argues that the legacy protection model established by the OS must
be revisited for modern security needs.

This chapter covers the background for the ideas developed in this dissertation. Technical
background relevant to each major component appears in their respective chapters, Chapter 3
and Chapter 4.

The remainder of this chapter is structured as follows. Section 2.1 reviews the traditional
OS protection model and its influences. Section 2.2 and Section 2.3 examine two modern
trends in hardware-defined protection — the key drivers behind this thesis — highlighting their
motivations and enabling hardware features.



2.1 OS Protection

Ensuring software security became essential for OSes with the emergence of
multiprogramming in the 1960s, when systems began supporting multiple concurrent users
and programs. A malicious program could compromise the confidentiality, integrity, or
availability of both the OS and other applications. Consequently, the OS must mediate all
resource accesses to maintain these guarantees, even in the presence of potentially hostile
users.

2.1.1 Access control

‘ Operating System  Password file Accounting files

Bob execute read
Alice execute write
Administrator | read, write, execute read, write read, write

Table 2.1: Example access control matrix

OSes enforce security by implementing a system of protection [2] that defines access control
policies between subjects (e.g., users and processes) and objects (e.g., memory, files, and resource
handles). These policies determine which operations each subject may perform on each object at
any given time. A common representation is the access control matriz [2], whose rows represent
subjects and whose columns represent protected objects. Table 2.1 illustrates such a matrix
with three subjects: Bob, Alice, and an Administrator. Each entry specifies the operations
(read, write, execute) permitted to that subject on a given object.

A protection domain corresponds to a row in this matrix, defining all privileges held by a
subject. For example, Bob’s protection domain allows execution of the OS through the system
call interface and read access to accounting files.

2.1.2 OS Abstractions and Protection

OSes leverage abstractions to simplify resource management and improve ease of use for
users. OSes map their abstractions onto the subjects and objects of the protection system.
The process abstraction, introduced in the 1960s [40], remains the foundation for representing
subjects. A process encapsulates program execution and interacts with system resources.
Commodity OSes associate processes with users and groups, enforcing protection at the
process level. In terms of protection, each process corresponds to a protection domain, isolated
from the others.

Objects are commonly represented using the file abstraction, which originally denoted a
block of data on disk. Some systems (notably UNIX-based ones) generalize this concept so
that disk I/O, networking, and system services all appear as file operations. This unification
simplifies access control and provides a consistent interface to applications.

Example: Unix protection. One widely adopted access control model is UNIX protection,
which is used in many modern OSes such as Linux, macOS, and FreeBSD. UNIX-like systems
enforce access control at the granularity of processes. Each process is assigned a user ID and one
or more group IDs. Each file is also assigned an owner and associated groups. File permissions
are stored using a three-letter string specifying rights to read, write, or execute. Unix systems
define three permission sets: (1) for the owner, (2) for the group, and (3) for all other users.



user group other owner group name
-IWX rwx rwx Bob Managers ... file.txt

When a process accesses a file, the OS enforces permissions by checking:

1. If the process’s user ID matches the file’s owner ID, apply the user permissions.
2. Else, if any of the process’s groups match the file’s group, apply the group permissions.

3. Else, apply the other permissions.

2.1.3 Legacy hardware protection

Most modern OSes assume certain hardware-enabled protection features to enforce security.
These features have evolved alongside OS design for more than six decades and have converged
into the architectural foundations that continue to underpin commodity systems: a dual-mode
privilege hierarchy, kernel-mediated access control, and virtual memory—-based isolation.

Protection rings for privilege separation. A fundamental security requirement of the OS
is to protect itself from untrusted programs and prevent them from bypassing access control
(e.g., by corrupting critical OS data structures).

Modern OSes employ protection rings to achieve this, establishing two execution modes:
kernel and user. Kernel mode hosts the OS. It runs in the most privileged level, ring 0, which is
permitted to execute sensitive instructions and interact directly with hardware devices. User-
mode programs run in ring 3 and are restricted from issuing sensitive instructions or accessing
protected resources. Requests for system resources must be mediated by the kernel through a
restricted interface known as the system call.

The design of protection rings dates back to the 1970s; the Multics [41] system pioneered a
hierarchical model of privilege separation using rings. Multics supported up to eight rings, with
core OS functionality located in rings 0 and 1 and application code placed in the remaining rings.
The x86 architecture retained four rings for compatibility, but mainstream OSes largely use only
ring 0 for the kernel and ring 3 for user programs, hence the dual-mode privilege hierarchy. *
This simplification reflects a pragmatic tradeoff between simplicity and strong isolation.

Process memory isolation with memory translation. While letting the kernel mediate
all accesses to system resources is sufficient for correctness, it is far too costly for memory
operations, which occur extremely frequently. Instead, hardware must provide a mechanism
that allows efficient memory access while still enforcing strong access control. This responsibility
falls to the modern Memory Management Unit (MMU).

Early multiprogramming systems provided minimal hardware support, such as base and
bound registers, to ensure that each program could access only its allocated memory region.
As systems increased in complexity, segmentation emerged to offer finer-grained protection.
Segments allowed programs to maintain logically distinct regions for code, data, and stack,
each with its own size and access permissions.

Paged virtual memory eventually became the dominant approach for both memory
management and isolation. With hardware-supported page tables, operating systems could
enforce per-page read, write, and execute permission at the granularity of 4KB page frames. A
page table contains the information necessary to translate a virtual address into a physical one
inside the physical DRAM, often in multiple levels. If the Page Table Entry (PTE) for a

While additional protection modes exist, such as ring —2 for System Management Mode on x86, they are
reserved for firmware.



virtual address contains such translation information, the virtual address is considered
mapped.

The modern process abstraction is defined primarily by its virtual address space. The OS
enforces memory protection by controlling which physical pages are mapped into a process’s
page table and by switching page tables during context changes.

Hardware virtualization support. Virtualization technologies further extended the
protection ring model by inserting an additional software layer, the hypervisor, beneath the
traditional OS. A hypervisor, or Virtual Machine Monitor (VMM), executes in a
higher-privilege level, often referred to as ring —1 on x86 hardware. This position allows the
hypervisor to mediate access to hardware resources and intercept sensitive operations issued
by guest OSes, ensuring that each wvirtual machine (VM) remains isolated from the host and
from other VMs.

Early x86 processors were not fully virtualizable because some sensitive instructions failed
to trap when executed outside ring 0. To address this, hypervisors such as VMware initially
relied on dynamic binary translation to rewrite problematic instructions [42]. Later, hardware
extensions such as Intel VT-x [43] and AMD-V introduced explicit support for virtualization,
providing a new privilege mode for the hypervisor and mechanisms to securely switch between
guest and host contexts.
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2.2 Hardware-assisted In-process Isolation

This section covers the background of hardware-assisted in-process isolation, its motivation,
and enabling modern hardware features. These provide context for CAPACITY (Chapter 3), a
hardware-supported in-process isolation framework leveraging modern ARM hardware features.

2.2.1 Motivation: needs for fine-grained isolation

Modern software systems often consolidate large amounts of functionality into a single
process. This monolithic design simplifies deployment and avoids the overhead of designing
and maintaining multi-process applications. However, it enlarges the program’s Trusted
Computing Base (TCB). When a process has access to system secrets (e.g., cryptographic
keys) or privileged operations (e.g., executing arbitrary commands), a single vulnerability
anywhere in the process can lead to secret leakage or privilege escalation. The Heartbleed
vulnerability in OpenSSL [3], discovered in April 2014, is a well-known example where a single
memory bug compromised the confidentiality of all its users. The incident affected millions of
systems and underscored the need for finer-grained isolation of untrusted code.

Worse, modern applications increasingly rely on third-party components. Language
runtimes such as Node.js and Python depend on large public repositories (e.g., NPM and
PyPI), making them attractive targets for software supply-chain attacks that insert malicious
code into otherwise legitimate packages. Research has shown that compromised commonly
used packages affect up to hundreds of thousands of users [44].

Because software bugs are inevitable and preventing supply-chain attacks remains difficult,
an effective way to limit their impact is privilege separation. This approach divides software into
isolated protection domains (Section 2.1), each with access to only a minimal set of privileges.
For instance, a URL parsing library should not be allowed access to networking system calls
and data structures, or only the cryptographic library should be able to read the system’s
private key. This act of decomposing software into least-privilege components is also called
compartmentalization [45].

The need for privilege separation in complex software has long been recognized by both
research and industry. In 2003, Provos et al. [46] discussed over-privilege in core OS services and
proposed a privilege-separation architecture later applied to the OpenSSH server. Influenced
by this work, similar designs were deployed in the Chromium browser [47] starting in 2008,
separating the browser into two processes: a browser kernel and sandboxed rendering engines.

Limitations of existing isolation primitives. Several approaches aim to provide isolation.
For the strongest guarantees, untrusted code can be placed inside dedicated virtual machines.
However, this approach is generally impractical for applications that require tight integration,
as it incurs substantial overhead from context switches between the VM and hypervisor.

Another approach repurposes OS processes to decompose existing applications into
multiple least-privilege processes [8]. While this offers strong isolation, it suffers from
prohibitive context-switching costs (e.g., RPC overhead). It requires substantial architectural
changes, which impose significant engineering effort.

Software Fault Isolation (SFI), first proposed by Wahbe et al. in 1993 [48], instruments
untrusted code to ensure that memory writes and indirect jumps remain confined to
predefined regions. SFI gained mainstream adoption in web browsers and has also been
applied to isolating system programs and kernel drivers [49, 50]. The most widely used
implementations include Google’s Native Client, later superseded by WebAssembly (WASM).
Due to WASM’s broad adoption and standardization, recent efforts have explored its use for
sandboxing native code. Specifications like WebAssembly System Interface (WASI) [51] define
interfaces for WASM modules to interact with OS services.

11



Context Runtime Compatibility

switching overheads w/ existing
costs applications
Virtual machines Very high Low Low
Process High None Low
SFI Low Medium Medium
Hardware-assisted (PKU [52], Low None High

CHERI [53], MTE [54])

Table 2.2: Comparison of isolation primitives
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Figure 2.1: In-process isolation divides a process into smaller, isolated compartments.

Unfortunately, SFI introduces several drawbacks that prevent practical adoption for
compartmentalization. First, the instrumentation required for SFI imposes instruction-level
overhead and requires compiler support, necessitating recompilation of libraries. Second, host
applications often require modification [7] to interface cleanly with WASM bytecode, and
compatibility remains imperfect; WASI supports only a limited set of system interactions.

2.2.2 Modern hardware support for isolation

Table 2.2 provides a comparison between the previously described isolation primitives and
modern hardware-assisted isolation. —Hardware-assisted isolation introduced by emerging
architectural features addresses several of the limitations discussed above. Recent processors
offer primitives that directly support efficient in-process memory isolation. Intel Protection
Keys for Userspace (PKU) allows user-space code to assign access rights to groups of pages
and to modify those rights without changing page tables. ARM Memory Tagging Extension
(MTE) associates pointers and memory with tags, enabling fine-grained, hardware-checked
bounds on memory accesses. CHERI capabilities enforce fine-grained memory safety through
128-bit pointers that encapsulate their bounds and permissions.

A plethora of work leverages these new hardware isolation primitives to retrofit in-place
domain isolation or compartmentalization into existing applications [5,16,17,55,56,57,58]. This
retrofitting process often involves inserting domain boundaries between logical components of a
process. FEach in-process domain is given access to a subset of program memory. Communication
between domains is restricted, and their entries and exits are strictly controlled through domain
entry/exit gates. Figure 2.1 demonstrates one such in-process compartmentalization, where
libraries are placed into compartments with separate memory spaces.

Modern hardware features enable fine-grained memory-protection enforcement and efficient
domain entry gating. MTE can enforce access control policies at the granularity of 16 bytes,
and PKU-based isolation systems can switch between up to 15 memory domains at runtime
with overheads of only about 260 cycles [5].
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Figure 2.2: Trust model of traditional computing vs. Intel SGX.

2.3 TEEs and Confidential Virtual Machines

This section provides background on Trusted Execution Environments (TEEs) and the
industry’s shift toward Confidential VMs (CVMs), establishing the context for INCOGNITOS,
an OS design for CVM side-channel mitigation, as presented in Chapter 4.

2.3.1 Motivation: re-establishing trust in the cloud

Cloud computing has transformed modern application deployment, enabling users to host
services without maintaining their own infrastructure. Over time, critical services, including
financial, healthcare, and Al workloads, have become increasingly dependent on cloud platforms.
By 2025, cloud computing will have grown into an almost trillion-dollar market.?

Traditionally, cloud computing requires users to fully trust the Cloud Service Provider (CSP)
to preserve the confidentiality and integrity of their outsourced computation. However, this
trust is often unwarranted: cloud platforms face persistent cyberattacks and large-scale data
breaches. In 2024, cyber incidents exposed over 280 million records in the U.S. health sector
alone.> Data breaches are also financially damaging, costing organizations up to $4.4 million
on average in remediation efforts as of 2025.4

TEEs aim to re-establish trust in cloud environments by enabling remote users to securely
deploy computation and isolating that computation from the rest of the platform, including
cloud administrators. Figure 2.2 illustrates the trust models of traditional systems and that
of TEEs, such as Intel Software Guard Eztension (SGX) [59]. In traditional systems (left),
the application owner must trust the entire software stack—including the OS, hypervisor, and
hardware. In contrast, TEE systems (right) reduce the TCB to the TEE-capable hardware and
the trusted portion of the application, referred to as the enclave in SGX.

The key properties of TEEs are (1) TCB minimization, (2) root-of-trust establishment, and
(3) runtime isolation.

» TCB minimization reduces the amount of code that must be trusted for the security
of a protected application. By excluding the OSes, hypervisor, and most system software
from the TCB, TEEs limit the attack surface and makes formal or informal assurance
more tractable. Only a small hardware-defined computing base and the trusted portion
of the application remain within the TCB.

2https://www.cloudzero. com/blog/cloud-computing-statistics/

3https://www.verizon.com/business/resources/reports/2024-dbir-data-breach-investigations-rep
ort.pdf

“https://www.ibm.com/downloads/documents/us-en/131cf87b20b31c91
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» Root-of-trust establishment provides a verifiable foundation upon which remote
users can rely. TEEs use hardware-backed cryptographic keys and measurement
mechanisms (e.g., hashing of code and initial state) to create attestable evidence of the
platform’s integrity. This evidence allows a relying party to confirm that the expected
TEE implementation is running and that the deployed computation has not been
tampered with before execution. This process of establishing trust is also called remote
attestation.

» Runtime isolation protects the confidentiality and integrity of an application’s execution
against other software on the same platform. Once an enclave is initialized, the TEE
enforces strict memory and state isolation: the OS, hypervisor, or co-resident applications
cannot observe or modify the protected execution context. Isolation typically includes
encrypted memory, restricted access to registers or microarchitectural state, and hardware-
managed enforcement of access controls.

Earlier systems such as Terra [60], Overshadow [61], and InkTag [62] relied on a small
trusted hypervisor as a root of trust to enforce these properties. The hypervisor would intercept
potentially dangerous operations of the untrusted OS to enforce isolation. For instance, it must
keep enclave memory pages encrypted during untrusted OS execution and decrypt them only
during enclave execution.

Intel SGX [59], released in 2015, was one of the first industry attempts at establishing TEEs
on an x86 CPU. SGX places the root of trust almost entirely within hardware while aggressively
minimizing the application TCB. SGX reserves a region of DRAM during startup, called the
Enclave Page Cache (EPC), which is isolated from all non-enclave software. Once a memory
page is allocated to an enclave, it can be accessed only by code executing inside that enclave;
any access attempt from the OS, hypervisor, or another enclave is blocked by the memory
controllers. SGX further protects enclave memory by transparently encrypting and integrity-
checking EPC contents as they leave the CPU package, mitigating the threat of cold boot [63]
or physical attacks that extract DRAM content. During enclave creation, SGX measures the
enclave’s initial code and data and records these measurements in hardware-protected registers,
enabling remote attestation that the enclave was initialized correctly and matches the expected
binary.

2.3.2 Modern hardware support for CVMs

Despite its strong isolation guarantees, SGX did not achieve widespread adoption. In
practice, many applications could not be migrated to SGX without extensive redesign because
enclaves execute in a highly restricted environment: they cannot perform system calls directly,
cannot access files or network sockets, and rely on an untrusted OS for scheduling, paging,
and I/O mediation. As a result, developers must partition their applications, implement
enclave-specific interfaces, and adopt complex communication mechanisms. These constraints
significantly increase the effort required to develop enclave applications.

Recognizing the need for compatibility, vendors introduced a new class of TEE called CVM.
CVMs, as illustrated in Figure 2.3, extend the protection to entire VMs. Instead of isolating only
a small portion of an application, CVMs allow an unmodified guest OS and its applications to
run inside a protected execution environment. This design preserves strong hardware isolation
while retaining the familiar virtualization interface that cloud systems already rely on.

Modern processor vendors provide dedicated hardware mechanisms to support CVMs.
AMD’s SEV family of technologies [18] (SEV, SEV-ES, SEV-SNP) encrypts guest memory
with per-VM keys and enforces integrity protection on page mappings, significantly reducing
the hypervisor’s visibility and ability to tamper with guest state. Intel’s TDX [19] and ARM’s
Confidential Compute Architecture (CCA) [14] introduce similar protection guarantees to
protect the entire VM from a potentially compromised hypervisor.
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Figure 2.3: CVMs encapsulate the entire VM, including the OS and application, inside a
protection domain.

By leveraging VM-level deployment in the cloud, the CVM deployment model offers
unprecedented compatibility with cloud workloads. This enables the deployment of existing
(e.g., databases and web servers) and cutting-edge (e.g., Al inference and large language
models [20]) workloads with minimal migration costs.

15



Chapter 3

CAPACITY:

Cryptographically-Enforced
In-Process Capabilities for Modern
ARM Architectures

* The content of this chapter was published in Proceedings of the 2023 ACM SIGSAC
Conference on Computer and Communications Security (CCS ’23). Association for
Computing Machinery, New York, NY, USA, 87/-888, doi:10.11}5/3576915.3623079.

There is no fundamental reason why a program
that you write for me should be able to delete my
bank transactions file just because I can. Yet those
are the permission rules imposed by the current
commercial OSes for personal systems.

Norman Hardy
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Modern hardware increasingly embeds security primitives that, if properly integrated, can
enforce fine-grained protection within software. Yet mainstream OSes continue to rely on
process-based protection, introducing protection incoherencies: while hardware features such
as Intel PKU, ARM PA, and MTE provide security guarantees in userspace, the OSes
continue to mediate access at the coarse, process level.

This chapter presents CAPACITY, a hardware-assisted intra-process protection framework
that reconciles these incoherencies by retrofitting a capability-based protection model into
existing OS abstractions. By transforming memory and file references into cryptographically
verifiable capabilities, CAPACITY extends trust enforcement beyond the kernel boundary and
establishes hardware-backed integrity across in-process domains.

The chapter first explains how CAPACITY composes within the framework of coherent
protection introduced in Chapter 1. The remainder of the chapter then details the design,
implementation, and evaluation of CAPACITY, showing how principled retrofitting enables
efficient and coherent in-process isolation on modern ARM systems.
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Figure 3.1: The system call interface allows a compromised compartment to access other
domains’ system resources.

3.1 Toward Coherent In-process Isolation

Despite the promise of fine-grained security and low performance overheads, modern
hardware mechanisms do not integrate cleanly with existing OS abstractions.

Kernel as a confused deputy. The seminal paper by Connor et al. [35] highlights the risk
of confused-deputy attacks [64] targeting the kernel [35] for PKU-based systems. Such an
attack vector is shown in Figure 3.1, where the OS, unaware of a process’s userspace
protection domains, continues to enforce access control only at process granularity, and
inadvertently compromises the in-process isolation scheme. For instance, a domain may use
the mmap system call to remove PKU protection on a target page. Even worse, system calls
such as process_vm_readv and send, and kernel mechanisms like signals, read from userspace
memory without regard for in-process domains, enabling a domain to bypass memory
isolation [35, 65].

Recent work proposes addressing the confused deputy problem by introducing an in-process
reference monitor. The reference monitor interceps all system calls made by the protected
application, then enforces access control on domains’ accesses to resources. However, defining
correct and comprehensive policies for in-process isolation is difficult. Due to the semantic gap
between OS-level protection and in-process enforcement, policies defined by such monitors are
often incomplete, missing information flows on many system calls [65,66]. A principled approach
to retrofitting security remains an open challenge.

I posit that the root cause of the confused-deputy problem is the incoherency of protection
introduced when attempting to retrofit hardware-assisted isolation into the existing process-level
model enforced by the OS. Most in-process mechanisms focus primarily on memory isolation.
In contrast, the OS enforces access control across all resource types (e.g., memory and files).
This incoherence introduces gaps in protection that attackers can exploit.

Capacity: coherent in-process isolation. CAPACITY adopts the principle of coherent
protection (Chapter 1) by ensuring that hardware-assisted in-process isolation remains
coherent—covering all resource types. Observing that PA and MTE on modern ARM
processors exhibit characteristics of a capability-based protection model, CAPACITY proposes
a capability-based scheme that coherently protects both userspace references (i.e., pointers)
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and references to system objects. This approach enables the protection of sensitive resources
throughout their life cycles.

This coherence also enables efficiency. CAPACITY benefits from hardware-accelerated
reference authentication, achieving low overhead, while cryptographically authenticated
references simplify enforcement (KISS principle [67]): both userspace and system resource
references are authenticated with a single instruction.
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3.2 Abstract

In-process compartmentalization and access control have been actively explored to provide
in-place and efficient isolation of in-process security domains. Many works have proposed
compartmentalization schemes that leverage hardware features. Newer ARM architectures
introduce Pointer Authentication (PA) and Memory Tagging Extension (MTE), adapting the
reference validation model for memory safety and runtime exploit mitigation. Despite their
potential, these features are underexplored in the context of userspace program
compartmentalization.

This paper presents CAPACITY, a novel hardware-assisted intra-process access control
design that embraces capability-based security principles. CAPACITY coherently incorporates
the new hardware security features on ARM, based on the insight that these features already
exhibit inherent capabilities. It supports the life-cycle protection of the domain’s sensitive
objects — starting from their import from the file system to their place in memory. With
intra-process domains authenticated with unique PA keys, CAPACITY transforms file
descriptors and memory pointers into cryptographically-authenticated references and
completely mediates reference usage with its program instrumentation framework and an
efficient system call monitor. We evaluate our CAPACITY-enabled NGINX web server
prototype and other common applications in which sensitive resources are isolated into
different domains. Our evaluation shows that CAPACITY incurs a low performance overhead of
approximately 17% for the single-threaded and 13.54% for the multi-threaded webserver.
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3.3 Introduction

Modern software is often large and complex. As a result, it suffers from bugs, some of which
are security vulnerabilities that concede program control to adversaries or leak sensitive program
resources (e.g., cryptographic keys). Researchers and industry have therefore sought to isolate
the monolithic program into multiple process-level compartments [6,8,68,69,70,71], each ideally
performing a specific task (separation of privilege) and is given only the essential privileges (least
privilege). The process-level compartments of the program must now communicate via Inter-
Process Communication (IPC) which accompanies inherent performance overhead.

Many works have proposed in-process and in-place compartmentalization methodologies [5,
16,17,55,58,72,73,74] that either re-purposes existing hardware features [58,72, 73] or adapts
of newly introduced hardware features, most notably using Intel’s PKU [75]. Recent PKU-
based proposals [5,16,17,55,76] have demonstrated in-place isolation with limited performance
overhead. Hardware-assisted isolation on ARM was previously explored [58] using domains
memory protection feature that had an uncanny resemblance to PKU. However, the domains
feature has now been deprecated in AArch64.

We argue that the in-process compartmentalization designs on the modern ARM
architectures are currently underexplored. The ARM processor architecture’s recent iterations
introduced new hardware-assisted software security features. Pointer Authentication
(PA) [77,78], is a hardware feature in ARMv8 that employs cryptographic Authentication
Code (AC) to protect pointers from corruption. Memory Tagging Extension (MTE) is another
hardware feature included in the ARMvS8.5-A architecture that implements a key-and-lock
mechanism to enable tagging of pointers and the 16-byte pointee memory blocks. However,
the principles and mechanisms of the ARM’s direction in hardware-assisted security are vastly
different from those of x86, i.e., PKU, and open a new design space for program
compartmentalization.

In this paper, we propose CAPACITY, a novel OS access control model that revolves around
capability security principles [24,79]. A plethora of existing research has discussed capability
as the ideal scheme for achieving the least privilege compartments and eliminating ambient
authority in OSes [24, 32, 53,80, 81]. We observe that the new ARM hardware extensions,
PA and MTE, carry inherent characteristics of capabilities. CAPACITY’s design choices fully
leverage these features. It creates in-process domains, subprogram components that are given
exclusive access to private resources. Each domain is identified and authenticated by their
domain authentication keys (or domain keys), which is a PA cryptographic key that CAPACITY
reserved for authenticating resources. Our work retrofits the OS-based access control with its
consistent capability scheme that provides life-cycle protection of sensitive objects; it transforms
not only memory references (i.e., pointers) but also file object references into non-forgeable
tokens.

In-process capabilities for object life-cycles. CAPACITY brings a coherent in-process
capability for compartments within the process (subjects) and abstract process resources
(objects) whose state may alternate between a file or memory content throughout its life cycle.
Capability-based memory access control has been explored by many previous
works [53, 80, 81, 82, 83]. Notably, the CHERI architecture [53, 80, 81] applies memory
capabilities to pointers, although the requirement of customized processor architecture limits
its applicability. Process-level capabilities have also been studied from OS design
perspectives [21,24,32,33,79]. These works focus on access control of OS resources bestowed
on the process often represented in the form of files. However, securing today’s large
monolithic user programs calls for finer-granular access control on files, not to mention the
necessity of consolidating a memory access control for in-process compartments.

Simple and efficient reference monitoring. CAPACITY’s coherent capability scheme
also seamlessly incorporates a simple and efficient reference monitor design for in-process access
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control. The necessity and design space of efficient system call (syscall) reference monitors for
in-process domains have been discussed in many previous works [17,35,55,84]. Since the OS
kernel is unaware of the in-process compartments, a reference monitor must mediate accesses
to process resources among the potentially mutually distrusting compartments in addition to
syscalls filtering that may undermine the security of the compartments. We take a different
route from previous works to achieve both goals coherently. CAPACITY’s capability-engraved
file descriptors carry information for authentication and authorization. This eliminates the
need for separate data structures, i.e., an Access Control List (ACL), to keep track of each
compartment domain’s ownership and access rights on file objects. Also, the validation process
of the capability is fast, as it is essentially achieved through a single PA instruction.

Novel domain and PA context binding scheme. Our way of creating PA contexts for
in-process compartments is unique and specifically devised for CAPACITY’s life-cycle
capabilities. Previous work has presented a framework for using PA and MTE that establishes
kernel compartments with policy-defining PA modifiers [6]. However, CAPACITY chooses to
assign a unique PA key for each domain and perform key switches during domain transitions
and employs the PA modifier to isolate references between domain instances. CAPACITY then
uses the per-domain key and instance modifier to compute the cryptographic AC for the
resources and embeds them into the resource handles themselves. This seemingly small
difference is a key design component for CAPACITY. With a single key switch, CAPACITY can
efficiently switch the authentication context for both system resource handles and signed
userspace pointers. This allows CAPACITY to establish arbitrary compartmentalization
boundaries within programs and enables a unified and consistent PA-based authentication
throughout the life cycles of program resources without a complex modifier management
scheme.

Challenges. Design and implementation of CAPACITY must satisfy security requirements
and be mature enough to be adopted to real-world applications. CAPACITY rigorously assesses
and addresses the security requirements for the capability references, namely non-forgeability
and non-reusability. This effort has been made for every sensitive operation carried out by
CAPACITY, from domain transitions to signing and authentication of the capability tokens. We
detail our security considerations as we elaborate on the design and provide a dedicated security
analysis.

In addition, CAPACITY implements a robust instrumentation framework for complex user
programs from scratch. CAprACITY’s PA4+MTE-accelerated pointer capability requires
complete mediation of all pointer uses. Applying such a scheme to complex programs poses a
daunting challenge since a single incorrect instrumentation would inadvertently crash the
program. Similar PA-based complete mediation of pointer uses have been developed by
previous works; however, none with the level of maturity of CapaciTy. For instance,
PARTS [85] was only evaluated with a benchmark suite. Also, CAPACITY incorporates MTE
to inter-domain memory isolation. HAKC [6] presented PA+MTE instrumentation for kernel
module compartmentalization that only authenticates the cross-domain pointers only once
before their first use, while CAPACITY must provide a domain-aware and completely mediated
pointer load and store instrumentation. As we will show through our evaluation, CAPACITY’s
instrumentation framework is mature enough to compile programs such as NGINX-LibreSSL
and OpenSSH SSH client. In summary, our contributions are as follows:

- We introduce a mnovel in-process compartmentalization design that adapts
hardware-accelerated capabilities for the life-cycle protection of domain resources.

- We design a simple and efficient capability-based reference monitor to isolate in-process
system resources.

- We establish PA key-identified domains to efficiently isolate kernel and userspace resource
references.
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- We assess and address the unique security challenges of capability-based isolation that
requires complete mediation on reference uses, prevention of impersonation, and protection
against forging and reusing of references.

- We develop an instrumentation framework that is robust enough to completely mediate
complex user programs by addressing compatibility issues.

- We evaluate our implementation on real-world applications and report low overheads on
the approach.
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3.4 Background

3.4.1 Pointer Authentication (PA)

Pointer Authentication (PA), introduced on ARMv8.3-A [77], provides hardware
acceleration and ISA extension for cryptographically authenticated pointers. The design of PA
is inspired by previous works that protect pointers from corruption [86,87]. PA allows attaching
a Pointer Authentication Code (PAC) to a pointer in the unused bits [54:48] of a 64-bit address.
A PAC is generated using one of the five keys stored in the newly added registers that can
only be accessed or modified with privileged instructions. The five keys consist of two keys
for signing code/instruction pointers (Instruction-{A,B}), another two for signing data (Data-
{A,B}) pointers, and one general-purpose key (G). We denote these keys as K;4,K;5, Kpa,
Kpp and K. PA also introduces pac and aut families of instructions to sign (i.e., calculate
the PAC and attach it to the value in the operand register) and authenticate a 64-bit value with
an optional modifier using the key indicated by the instruction name. If authentication on a
pointer succeeds, the authentication code in the pointer is cleared, making the pointer usable.
The PAC value is corrupted if the check fails, which triggers a segmentation fault when the
pointer is dereferenced. We denote the operations of pac and aut instructions that use the key
K to sign and authenticate a given data D as PAC(K, D, mod) and AUT(K, D, mod).

3.4.2 Memory Tagging Extension (MTE)

Memory Tagging FExtension (MTE) [54] is another hardware-backed security feature to
ARMv8.5-A [77]. MTE adapts the principles of tagged memory in the existing research
proposals and implementations in other architectures [88,89,90]. It facilitates memory safety
by enabling the 4-bit tagging of pointers and 16-byte aligned address ranges. When MTE is
enabled, the processor raises an interrupt if the tags differ between the memory and the pointer,
allowing vulnerabilities such as buffer overflow to be captured. We denote TAG(P, T, size) as
the tagging operation that first assigns the 4-bit tag T to the bits [59:56] of a pointer P, then
tag 16-byte-aligned memory region between P and P+size with T. In addition, PA and MTE
can be simultaneously enabled. Hence, a pointer can be tagged then signed, and the resulting
pointer would carry a tag in bits [60:56] and PAC in [54:48].
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Figure 3.2: Overview of CAPACITY’s in-process domains and life-cycle objects protection.

3.5 Overview

Figure 3.2 illustrates an overview of CAPACITY. CAPACITY’s design demonstrates a
comprehensive capability model for file and memory objects access control that can be applied
to commodity arm systems that support PA and MTE. CAPACITY’s primary objective is to
guarantee each domain’s exclusive access rights to the sensitive domain-private objects. it
associates each domain, called a CAPACITY domain, with a unique PA cryptographic key and
switches the currently activated key using an in-kernel reference monitor before entering a
domain.

Consider the common pattern of sensitive object use shown in Figure 3.2 (Domain B).
First, a file-system path reference ("/etc/key.pem") is used as an argument to the open()
syscall. A file descriptor to the file object is then obtained. Finally, the object is loaded into
a memory region (e.g., with the read() syscall) so the program can interact with it through
pointers (0x00004bfff...). In CAPACITY, the creation and usage of three types of resource
references are completely mediated with a coherent PA+MTE-based authentication, provided
by (1) a lightweight in-kernel reference monitor that efficiently validates path and file descriptor
(FD) references in syscall arguments, and (2) PA+MTE-assisted tagged memory allocation and
pointer authentication instrumentation that isolate domain-private memory and their references.

This section provides a high-level overview of CAPACITY’s capability model and its
programming model. We will delve into the design and implementation of each of CAPACITY’s
components that enforce its security in Section 3.6, Section 3.7, and Section 3.8.

3.5.1 Threat model

We assume that the domains are mutually distrusting. The program’s vulnerabilities can
potentially grant adversaries with arbitrary memory manipulation and control-flow subversion
primitives, compromising an CAPACITY domain or the ambient domain (the rest of the program
code not inside CAPACITY domains). Even so, a compromised domain must not access other
domains’ private objects. We assume that the processor and the kernel are trusted and that
modern OS security measures, such as the W@X policy and ASLR, are in place. Additionally,
we deem the program initialization, including the initialization of CAPACITY, free of attacker
influence. We exclude side-channel attacks and microarchitectural attacks from the scope of
this paper.

CAPACITY also incorporates the existing backward-edge and forward-edge Control-Flow
Integrity (CFI) in its implementation and is compatible with recent advances in PA-assisted
CFI techniques. PA-based backward-edge CFT [85,91,92,93] authenticates the return addresses
on the stack with K;p, which render the traditional attacks (e.g., ROP attacks) that overwrite
the return address on the stack infeasible. PA-based forward-edge CFI [85,94] authenticates
code pointers with K4 with its LLVM ElementType ID as the modifier, which restricts indirect
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calls to (1) valid entry points of functions (2) functions of the matching type.

3.5.2 Security requirements

The capability principles hold only when the common security requirements for capability are
met. In particular, we observe that CAPACITY must satisfy the following security requirements:

@

Non-impersonatable domains: CAPACITY must be able to identify and authenticate intra-
process domains and prevent impersonation.

Complete mediation: all access to file and memory objects must be mediated by CAPACITY.

@ ®

Non-reusable references: CAPACITY domain-private references are only valid within the
domain that owns the object.

@

Non-forgeable references: CAPACITY references must not be forged by the adversary.

Throughout the rest of this paper, we use the above requirements to analyze and manifest
the security guarantees of CAPACITY. Upholding the security requirements, therefore, is a
challenge that must be addressed by CAPACITY’s design and implementation.

3.5.3 Subjects and Objects

In CAPACITY’s capability model, the subjects are subgraphs of program execution that
interact with sensitive objects called CAPACITY domains. Program code that does not belong
to a domain is called the ambient domain. CAPACITY identifies and authenticates each domain
with a unique PA key, called the domain key. Each domain is also associated with an MTE
tag for the tagging of the domain’s private memory. We use Kpp among the kernel-managed
PA keys as the domain key. Kp4 is the ambient key used to sign and authenticate resources
accessible by the entire program. K4 py are reserved for proposed PA-based forward-edge
and bardward-edge CFI defenses [85,91,92,95].

Domain switching. A CAPACITY domain is encapsulated between the APIs capac_enter
and capac_exit. Domain switching is performed with the help of a lightweight in-kernel
reference monitor, as we will describe in Section 3.6. Upon entering a domain, the userspace
program updates its current MTE tag and requests the reference monitor to switch the currently
activating domain authentication key to that of the target domain. A per-instance PA modifier
is also maintained in both kernel and userspace to identify instances of a domain invocation.
capac_exit () restores the domain key, MTE tag and modifier to those of the ambient domain.
We do not support the nesting of domains in the current prototype.

Object encapsulation As summarized by Figure 3.3, CAPACITY facilities employ PA to sign
private resource references with the domain key and the per-instance modifier (e.g., a unique
session ID), engraving the reference ownership into its embedded AC. Before a reference is used
to access some resource, CAPACITY authenticates its AC with the currently activating domain
key and modifier before granting the access. Consequently, object references are turned into
non-forgeable (R48) ) capability tokens that are valid only when the context is within their owner
domain. By simply switching the authentication key, CAPACITY prevents cross-domain reusing
of both kernel and userspace object references (R3) ).

We introduce the ambient objects, non-private and accessible from all domains, e.g., global
variables and non-sensitive files, to avoid the programming model becoming too restrictive.
All references to ambient objects are to be signed and authenticated with Kp4. The ambient
memory objects are given a T p,y, of 0, which makes all untagged memory pointers ambient
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Figure 3.3: CapacCIiTY’s reference encapsulation of pointers and file descriptors with
cryptographic authentication code (AC).

API & Compiler Annotation

Description

capac_init(configurations)

Initializes CAPACITY facilities, assigns PATH to
domains, enables syscall authentication

capac_enter(target_id,

Enters the target domain/Exits to the ambient

& mod)/capac_exit () domain
capac_limit_fd(fd, cap_mask) Limit the capabilities of an FD
capac_delegate_fd(fd, target_id, mod, Limits the capabilities and delegate an FD to
cap_mask) the target domain
capac_malloc(size) /capac_free(ptr) Allocates/frees memory tagged with the
currently active domain
capac_delegate_ptr(ptr_loc, size, Delegates an  in-memory  pointer  to
target_dom, mod) target_dom and also re-colors the memory
£ DOM_PRIV_FUNC Tags function’s stack frame with the currently
b= executing domain’s tag (T pom,)
é DOM_PRIV Marks a source domain-private pointer for
EC taint analysis.

Table 3.1: CApACITY APIs and program annotations

memory references, and only the deliberately tagged pointers become references to domain-
private memory. To facilitate multi-domain interactions, CAPACITY also supports the delegation
of references. When a reference delegation request is received, CAPACITY first authenticates the
reference to prevent delegation of non-owned resources (RD ), then re-signed it with the target’s
domain key and instance modifier. Especially for memory reference delegation, CAPACITY
compares the pointee memory’s tag with the pointer’s tag before recoloring both to the target
domain’s memory.

3.5.4 Programming model overview

A programmer interacts with CAPACITY through a set of well-defined APIs provided by
the runtime library and program annotations that direct the program instrumentation, shown
in Table 3.1. We demonstrate the programmer’s perspective when retrofits intra-process
capabilities into programs through a quintessential example of secret import and uses in
Listing 1.

The programmer first conceptually defines in-program domains (e.g., DOM_CRYPTO) within
the program with respect to the domain-private resources. The subprogram interval is enclosed
by capac_enter () and capac_exit() (lines 4 and 7), and each interval is paired with a domain
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capac_init(...);

// Kpp = KDomm-yp,: Domeyrr = Domcrpr: Mod yrr = ctx—>id
capac_enter (DOM_CRYPTO, ctx->id);
load_secret (3, SN ;

encrypt (3, req);
capac_exit();

void load_secret(DOM_PRIV crypto_ctx_t* [§24,

const char * EXygRERay) {
// Import the secret key from the filesystem
it
= open ((ZMM¥4as, 0_RDONLY) ;
= capac_malloc(KEY_LEN + 1);
read (X, CORETTITIMES], KEY_LEN); /

}
DOM_PRIV_FUNC // Isolate function stack frame
void encrypt(DOM_PRIV crypto_ctx_t* [§B4, req_t* req) {
// Use the secret key to encrypt a plaintext string
for (int i = 0; i < KEY_LEN; i++)
req->ciphertext [i]

Sl ctx->secret_key|kl

~ req->plaintext[i];

I;

I : Domain-private references : Ambient references
: CAPACITY actions ANNOT: CAPACITY annotations

Listing 1: Example of CAPACITY’s programming model, annotated with CAPACITY references
and their enforcement.

key. In the example, ctx->id contains the unique ID for the encryption context, which is set as
the currently activated PA modifier for DOM_CRYPTO. A domain can span a few function calls, as
shown in the example. The domain entrance cannot be nested; however, CAPACITY is designed
to support the sharing of functions between domains.

The programmer then identifies domain-private objects and their references. In the case of
file(-like) objects, a list of domain-to-file mappings is provided as an argument to capac_init ()
(line 1) to notify the reference monitor of the domain ownership of file resources. Afterward,
the reference monitor automatically authenticates any path and FD references in the syscall
arguments (lines 11, 12, 14) and issues FDs signed with their owner domain when FDs are
created. For memory objects, the programmer must mark the domain-private region containing
the object and its domain-private pointer references. To allocate domain-private memory, the
programmer either changes their allocation site to use capac_malloc (line 13), which allocates
memory tagged with the domain’s tag and returns a tagged pointer, or uses DOM_PRIV_FUNC
(line 17) to direct the instrumentation to isolate the function’s stack frame. On DOM_PRIV_FUNC-
annotated functions, the function is instrumented such that the stack frame is tagged with
the currently executing domain’s tag number and reverted upon function return. Then, the
programmer applies DOM_PRIV (line 18) to the source domain-private pointer. From then on,
the pointer is taint-tracked to mark all derived references to the object within the function.
CAPACITY then instruments PA-based signing/authentication with the domain key of tracked
pointers, including the member variables (e.g., ctx->secret_key) (lines 13, 14, 21).
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3.6 Domain Switching and Authentication

CaprAacCITY’s API design allows the introduction of flexible compartmentalization boundaries
to existing software through in-place annotations.  However, such a design must be robust
against domain impersonation (RD ). In CAPACITY’s threat model, domain impersonation
happens when a compromised domain diverts the control flow into CAPACITY APIs, e.g., calling
the domain entry gates with arbitrary arguments, or corrupts CAPACITY’s critical values, e.g.,
MTE tag ID stored in memory to gain illegal access to domain-private resources. CAPACITY
prevents such domain impersonation using two techniques. First, CAPACITY authenticates the
domain entry sites by requiring them to construct entry tokens, which the reference monitor can
verify before granting the domain switch. Second, it introduces an in-userspace authentication
protocol that securely fetches the currently executing domain’s MTE tag. In both cases, after
successful authentication, CAPACITY securely places its critical values (the domain’s memory
tag and the per-instance modifier) in compiler-reserved registers and fetches them when needed
to prevent illegal modifications.

Secure domain switching.. The program enters a domain through the API capac_enter
(Table 3.1) that internally invokes an ioctl syscall to the reference monitor. The reference
monitor then switches the currently activating Kpp to that of the target domain by writing into
the dedicated PA key registers with its kernel privilege. Hence, an attacker who can invoke ioctl
calls with arbitrary values could achieve impersonation and access domain-private references.
CAPACITY protects the domain switches from impersonation by authenticating domain entry
points with K. Before a domain switching request, the call gate signs the domain ID argument
in capac_enter (domID, mod) with a pacga instruction, then passes the signed argument to
CAPACITY reference monitor. Since there is no dedicated authentication instruction that uses
K¢, the reference monitor uses pacga to generate the valid argument with the domain ID
and compare it with the argument from the call gate. Domain entry is granted if the two
values match. After the entry is granted, the call gate loads the per-instance modifier into a
reserved floating-point register (ModReg), which is to be used by our instrumentation for pointer
authentication demonstrated in Section 3.8. Finally, the call gate clears the token-containing
register to prevent the leaking of the entry token. The implementation of capac_enter is shown
in Listing 2, which is to be inlined to the domain switching sites.

PACGA(token, target_id, 0)
if(!ioctl(capac_fd, CAPAC_ENTER, token, modifier))

exit () ;
// Load per-instance modifier into ModReg register
asm volatile("fmov ModReg, %[mod]" ::[mod] "r"(modifier) :);

// Clear entry token from register

Listing 2: CAPACITY domain entry gate

CAPACITY endows authenticity to the entry points by preventing attackers from diverting
the control flow into arbitrary instructions with CFI and ensuring that the instruction pacga is
absent within the process but the domain entry sites. K is currently unused in both deployed
and proposed PA-based defenses. Therefore, it is unlikely that it would naturally appear under
normal circumstances. Also, since ARM is a RISC architecture, we can generally rule out the
issue of unaligned, unintended occurrences of the instruction, an issue that makes preventing
illegal instruction occurrences challenging on x86 architectures [5].

Authenticated domain ID retrieval. CAPACITY enables a trustworthy runtime domain
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ID fetching procedure. This avoids hardcoding MTE tags into functions that require memory
tagging since these functions might be used in confused deputy attacks to tag arbitrary memory
regions. Moreover, fetching the domain ID at runtime allows a CAPACITY-protected function
to be called from multiple domains. The procedure is also imperative in runtime domain
memory and pointer tagging in CAPACITY’s instrumentation, as we will explain in Section 3.8.
CAPACITY’s private heap memory allocator, capac_malloc(), also uses the procedure to
authenticate the callee’s domain ID and tag the allocated memory.

To prepare for runtime domain ID retrieval, CAPACITY first constructs a Domain Signature
Table (DST) that is filled with domain signatures of each declared domain (DST[i] =
PAC(Kppi, 0, 0)). After initialization, the table remains read-only throughout program
execution to prevent tampering. Additionally, a global variable that stores the domain ID
of the currently active domain, int curr_dom, is updated on each capac_enter (domID) and
capac_exit () invocation.

The following snippet is inlined to verify the current domain ID, such that it can be used
as a MTE tag for the pending operation:

domain_signature_t dom_sig = DST[curr_dom];

AUTDB(dom_sig) ;

assert(dom_sig == curr_dom) ;

// Form a tag mask shifting left by 56 bits

asm volatile("1lsl %[tagl, %[tagl, 56" : [tag]l "=r"(target_id)::);
// Load tag mask into TagReg register

asm volatile("fmov TagReg, %[tagl" ::[tag]l "r"(target_id) :);

// Tpom %S known from this point onward

The above procedure first fetches the current domain’s signature from the DST, then
authenticates it with the domain key. If authentication succeeds, a tag mask is constructed,
e.g. 0x00££00. .00, which can be applied to an untagged pointer with a bitwise OR. The tag
mask is stored in a reserved floating-point register (TagReg), so the memory tagging operations
can efficiently retrieve it.
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3.7 File System Object Isolation

CAPACITY includes a reference monitor that verifies the arguments of syscalls to enforce the
complete mediation (R2) ) of system resource accesses. This capability-inspired authentication
mechanism drastically differs from previous works implementing ACL-based reference monitors
for in-process syscall filtering and file access control [5,16,17,35,55]. In those systems, enforcing
access control on domain-private sensitive file objects requires a separate logic for the monitor
detached from the program semantics. Moreover, ACL-based access control requires keeping
track of the isolated objects and the domains that can access them at runtime [17]. In contrast,
the FDs in CAPACITY are cryptographically secured; the proof of ownership and object attributes
are attached to the reference itself, regardless of the number of subjects sharing a resource.

We implement the reference monitor in about 1000 LoC. It provides domain key switching
and syscall interception through syscall table hooking using a similar approach to a previous
efficient reference monitor [17]. To avoid the system monitor affecting all processes within the
system, we set an unused flag in struct thread_info->flags to mark CAPACITY-enabled
processes during initialization and check for the flag before performing syscall authentication.

3.7.1 Enforcing domain-private file-system paths

CApAcITY supports file path isolation to be compatible with existing programs without
significant rewriting effort. CAPACITY’s file path authentication utilizes the pre-existing
methods for attaching policies to file system objects used by kernel security subsystems (e.g.,
SELinux [31]).

File paths protection is kickstarted by the capac_init API call that sends a list of domain-
private files and their owners to the reference monitor. The reference monitor first resolves
each path to obtain the corresponding inode structure. It creates a per-process table in the
file’s inode->f_security. For each owner domain of a file path, it stores the domain signature,
PAC(Kpp, NULL, 0), in the table. If the file is not domain-private, the table is left as NULL.
After, the reference monitor transitions the process into the protected mode, where the reference
monitor authenticates every path and FD arguments used in syscalls.

Before authenticating a file object import, the requested file path is first resolved to obtain
the underlying inode structure. This is to avoid confusion when encountering relative paths
and symbolic links. If the table for the current process in inode->f_security is NULL, the
reference monitor recognizes that it is an ambient object and can be accessed without further
authentication. If domain signatures are present, the reference monitor authenticates them
using the corresponding domain key until a valid signature is found. The reference monitor
verifies that the current user context is in the object’s owner domain if any valid signature is
found while rejecting the file access otherwise. Finally, the returned FD for the requested file is
signed with Kp4 for ambient objects or the domain key for domain-private objects.

3.7.2 Enforcing domain-private file descriptors

CAPACITY’s reference monitor intercepts syscalls that generate FDs and create signed FDs
before they are sent to the userspace. It also intercepts FD-accepting syscalls (e.g., read) for
FD authentication.  Hence, all FDs issued to the process carry ACs that are authenticated
on use. Additionally, we use a secret modifier only known to the kernel as the PA signing
modifier, to prevent forging by signing a plain integer with pac instructions in the userspace
(R® ). CAPACITY’s security model also requires that the integer for FDs are not reused (R3) ),
even after they are closed. We achieve this by changing the hook for the close to reserve the
closed FD in the thread’s FD table, preventing the OS from reusing it.
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In-process FD capabilities. CAPACITY’s FD access control scheme resembles that of
Capsicum’s capability-enabled FDs [32] but is much more lightweight and is enforced at the in-
process granularity. CAPACITY’s FD capabilities scheme requires no additional kernel metadata
for the permissions of FDs since the information necessary to authorize an FD use is engraved in
the FD itself. Moreover, thanks to integrity protection provided by cryptographic authentication,
we can securely embed fine-grained access control attributes into the file descriptors themself
(FD->Attr. in Figure 3.3) without extensive bookkeeping. A combination of PA-assisted
authentication on the FD and a per-syscall check based on static policies is sufficient to grant
or reject file descriptor access.

Our prototype supports four capabilities, represented as a bitmask of enabled capabilities.
The CAP_WRITE and CAP_READ capabilities allow read-related syscalls (e.g., read, recvfrom) and
write-related syscalls (e.g., write) to use the FD. CAP_SOCKET enables network-related syscalls,
such as accept and listen. CAP_DELEGATE allows the FD to be delegated to other domains.
The reference monitor uses a capability bitmask for each syscall to validate the FD’s attributes.
On the other hand, cap_limit_fd() instructs the reference monitor to remove the selected
capabilities from an FD and re-sign it.

Signing and authentication of 32-bit FDs. Figure 3.3 demonstrates the signing strategy
of file descriptors. Since most file descriptors are 32-bit signed integers, we devised a 32-bit
signing and authentication scheme. To sign an FD, the reference monitor first signs its 64-bit
zero-extended value like a normal pointer. Then, it attaches the PAC to bits[30:23] of the FD.
The monitor uses bit[22] (FD->D) bit to distinguish between domain-private and ambient FD,
such that domain-private FDs are authenticated using the domain key. Bit[17:21] stores the
bitmask of the previously described FD capabilities. bit[31] is unused to prevent the descriptor
from being interpreted as an error code (e.g., if (£fd < 0)). FD authentication on 32-bit FDs
happens likewise.

Handling special FD values. During our implementation, we found that special FD values,
such as STDIN, STDOUT, or AT_FDCW, need to be handled differently since they are often hard-
coded into the application as integer values (e.g., 1 and 2). We currently make our reference
monitor omit their authentication for compatibility, given that they are always ambient objects.

32



.prologue: .

// Sign return addr // Tag pointer

pacib x30, sp // x8: Tpom tag mask
e fmov x8, TagReg

// x9: DST[curr_dom] mov x24, sp

// Auth current domain get Tpom orr x25, x24, x8
autdzb  x9 // Tag stack frame
cmp x9, x8 stg x25, [x25]

b.ne .auth_failed o

// Build tag mask and save to ModReg
1s1l x8, x8, #56
fmov  TagReg, x8

(a) Prologue: Domain ID auth. (b) Private stack tagging
// x0: domain-priv. ptr .epilogue:
fmov x8, ModReg mov w0, #1
| pacdb %0, x8 // Untag/zero out stack

str x0, [mem] stzg  x24, [x24]
- // Clear tag mask register
// x13: domain-priv. ptr fmov TagReg, xzr
ldr x13, [mem] s
fmov %8, ModReg // Auth return addr
autdb  x13, x8 PTR-Auth retab
// x12: ambient ptr
| autdza x12 PTR-Auth
(c) Domain-aware pointer auth. (d) Epilogue: stack clean up

Figure 3.4: CAPACITY’s instrumentation of an annotated function.

3.8 Domain memory isolation

This section describes how CAPACITY establishes its capability-inspired memory isolation
model. CAPACITY enforces domain memory isolation through MTE-assisted segregation of
domain-private memory regions and a complete mediation (R2 ) of memory access through
pointers that are made non-reusable (R3) ) and non-forgeable (R4 ) capability tokens.

CAPACITY first introduces facilities to allocate domain-private memory, including a tagged
heap memory allocator and compiler-instrumented stack tagging. CAPACITY also present an
instrumentation that mediates pointer uses with PA-based on-load pointer authentication. It
instruments the program to sign pointers before they are stored in memory and authenticate
pointers as they are loaded from memory into registers. Different from PARTS [85], a previous
work that also introduced an on-load pointer authentication scheme, CAPACITY uses Kpa
to sign/authenticate ambient pointers, and selectively uses Kpp for domain-private pointers
identified using a static taint analysis, making its instrumentation domain-aware. CAPACITY
also uses a user-defined, instance-specific modifier for domain-private pointers to prevent their
reuses across domain instances.

CAPACITY’s instrumentation framework seeks to be compatible with complex user programs,
as we will demonstrate through our evaluation (Section 3.9). It must enforce complete
mediation of program pointer uses for whole-program pointers. We initially used the
existing implementation of PARTS [85] but quickly found that it is inapplicable to large
programs since even one incorrect handling would result in a crash. Toward this end, our
instrumentation scheme is developed from scratch to support large userspace programs reliably.
Our instrumentation handles stack spill with a new pointer liveness tracking algorithm. We also
introduce solutions to compatibility issues we observed with whole-program PA instrumentation.
The instrumentation framework is implemented on LLVM 14.0.0 [96], which includes built-in
intrinsics for PA and MTE features. As of the time of writing, no available hardware supports
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MTE. For this reason, we used a QEMU virtual machine (-march=armv8.5-a+pauth+memtag)
that supports emulating MTE instructions as a testing target during implementation.

3.8.1 Domain-private memory tagging

CAPACITY establishes domain-private memory regions by tagging each domain’s private
memory with the domain’s integer domain ID (T p,,) obtained with domain authentication
(Section 3.6).

Private heap memory allocation. libcapacity manages a domain-private heap memory
with its dlmalloc-based allocator that maintains a statically allocated, MTE-enabled memory
pool. Upon invocation, capac_malloc(size) first performs DST-based domain authentication
so that it can determine the tag number of the currently executing domain as we explained in
Section 3.6. Afterward, capac_malloc() allocates memory from its memory pool, tags it with
the domain ID, and returns a pointer tagged with the domain ID. The returned pointer is not
signed as it is delivered in the return value register, adhering to CAPACITY instrumentation’s
on-store sign and on-load authentication policy.

Private stack tagging. CAPACITY provides private stack memory to domains through
in-place tagging and untagging of the stack objects with the current domain ID (i.e., no
explicit stack switching). The DOM_PRIV_STACK annotation directive on a function notifies
the instrumentation framework to instrument the function prologue and epilogue to prepare a
domain-private stack before the function execution and to untag and zero out the tag before
return.

Figure 3.4 (a), (b), and (d) show the stack tagging instrumentation on an annotated function.
The instrumented prologue authenticates and obtains the currently executing domain’s ID by
consulting DST, then loads the tagging mask into the reserved register. Then, it retrieves the
tagging mask from the reserved register and tags the function’s stack frame when a stack variable
is allocated. The epilogue returns the stack frame to the ambient domain by zeroing out the
stack contents and setting the tag on the memory region back to 0. The instrumentation uses
stzg instruction introduced in MTE that performs such operation efficiently in the hardware.

3.8.2 Domain-aware pointer authentication

The instrumentation now inserts pac and aut instructions for pointer store and load sites and
uses Kpp selectively for domain-private pointers. Compared to on-use pointer authentication
schemes, such as the one used in PA-based CFI [85,94], on-load authentication provides better
efficiency and compatibility when adapted to whole-program data pointers [85].

The previous PA on-load pointer instrumentation scheme [85] instruments the program
in LLVM Machine IR (MIR) to handle cases where pointers are spilled into memory by the
compiler. However, we found that it does not reliably detect and instrument such cases due to
the use of ad-hoc heuristics. To handle this issue, we also implement our instrumentation in MIR
after most optimizations are already performed but introduce a vastly improved instrumentation
algorithm. Our instrumentation relies on embedded metadata from our IR-level taint analysis
and built-in type metadata to inform the instrumentation decisions without modifying the
instruction selection pipeline. Moreover, instead of using heuristics, we introduce a liveness
analysis that keeps track of sensitive pointers on the stack frame and inside the registers. Those
improvements allow us to reliably enforce the on-load authentication scheme while also avoiding
intrusive changes to instruction selection and register allocation stages.

Identifying domain-private pointer load/store. CAPACITY employs an intra-procedural
data-flow analysis that aims to find all IR pointer-containing variables, where an annotated
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domain-private variable, or its members, may flow to. The analysis takes two sources: variables
that are explicitly annotated with DOM_PRIV and pointers returned from capac_malloc(). We
use a worklist algorithm starting from the taint source to visit all variables and instructions
recursively. It follows the def-use chains of LLVM IR instructions and adds all users of the visited
instruction to the worklist. When an instruction that addresses a pointer variable (e.g., alloca,
getelementptr) is encountered along the def-use chain, the analysis attaches metadata to the
LLVM value that the later instrumentation can retrieve. Additionally, the analysis performs
backward tracking whenever it encounters a store instruction since def-use analysis cannot track
such data-flow; it adds the instruction’s destination operand to the worklist in such cases.

MIR instrumentation. Our MIR instrumentation is based on liveness analysis in compiler
designs [97]. The instrumentation keeps track of registers and stack frame locations that
potentially contain pointers/sensitive pointers, called the live pointer set. At compile time,
the pass scans and visits MIR instructions. On load or store instructions, it tries to retrieve
LLVM type and taint information to extract whether the instruction accesses a pointer /sensitive
pointer. If such information is unavailable, the instrumentation consults the live pointer set.
For a store instruction, the instrumentation checks whether the source operand (e.g., “x1” in
str x1, [sp, #8]) is within the live pointer set, and whether the operand is sensitive. For
a load instruction, the same check is performed on the instruction’s destination operand (e.g.,
“[sp, #8]” in 1dr x8, [sp, #8]).

Instrumentation is performed on the load and store instructions as shown in Figure 3.4c. On
non-sensitive pointer operands, it instruments with Kp 4 signing/authentication. Before signing
an ambient pointer, the instrumentation inserts a masking instruction that zeros out the tag
to prevent pointer forging through ambient code signing (R4 ). When instrumenting sensitive
pointer operands, Kpp is used. An instruction that loads the modifier from ModReg into a
spare register (fmov) is also inserted. The modifier is then used for signing/authentication
of the pointer. Finally, the instrumentation updates the live pointer set after visiting each
instruction. For instance, if an instruction kills a register or overwrites a stack frame location
with non-pointer data, the register/stack frame index is removed from the live pointer set.

3.8.3 Handling compatibility issues
We developed supporting transformations that can be optionally enabled to solve PA-based

instrumentation compatibility issues.

Type-unsafe object initialization. The following example demonstrates the type-unsafe
object initialization pattern found in C applications, including NGINX and LibreSSL:

obj_t* obj = calloc(l, sizeof(obj_t));
/.
if (obj->ptr == NULL){ /* Perform initialization */ }

In this example, when the program loads an uninitialized pointer from memory at line 3, the
on-load authentication would fail since the pointer is not signed, making the branch condition
evaluate incorrectly. To solve this, we introduce a pass that transforms the program’s NULL
checks to cover the AUT failed NULL value (e.g., ptr !'= NULL && ptr '= 0x20000000). We
also explored inferring the type of the zero-initialized objects, then recursively signing all of its
containing pointers, using type inference methods proposed in [98], but found that the approach
is infeasible on complex programs without heavy source code processing.
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{sign(id)} U visit(xid,t1) if t = t1%

visit(id, t) = ¢ |J visit(id;, t;) if t = struct {idy : t1,...,idy, : tn}
i=1

1%} ift = int

Figure 3.5: Type-based global constructor generation. sign(id) signs an in-memory pointer
indexed by LLVM variable d.

Global pointers in complex structures. The prototype of PARTS [85] only scans and
signs pointers in the global structures at the top-most level, which misses many cases where
pointers are stored in the nested structs. We tackle this problem more comprehensively with
a type-assisted approach that recursively visits global variables, as shown in Figure 3.5. The
algorithm uses the same type syntax and notations as PtrSplit [99], where int represents an
integer type, t1* represents a pointer type, and struct type contains a list of types for each
member. visit(id, t) is invoked on every global variable id with type t to generate initialization
functions. They are then inserted before the program logic to sign the global pointers.

Issues with MIR instrumentation. We also resolved numerous compatibility issues with
the MIR-based instrumentation. First, we found that the MIR-based instrumentation must
be aware of register liveness. When a pointer inside a register is signed and then stored in
memory, the signed in-register pointer may still be live. This side effect of pointer signing can
cause following legitimate memory access with the in-register pointer to cause a fault. As a
solution, our instrumentation inserts a xpac instruction to remove the PAC of the in-register
value, immediately following the pac instruction if (1) the pac-ed register is used again in the
function, or (2) the pac-ed register is passed to another function as an argument. Another issue
that we found was the cases of PA instrumentation failing on load and store instructions that
have the same register in source and destination operands (e.g., 1dr, x8, [x8]). To resolve
this, we transform these instructions to use distinct operands (e.g., 1dr, x8, [x9]) instead.
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Syscall Base. Cap. Ovh. Syscall Base. Cap. Ovh.

& API (ns) (ns) (%) & API (ns) (ns) (%)
socket 718.5 722.5 0.56 setsockopt 235.7 242.2 2.75
bind 400.0 408.0 1.98 listen 351.2 361.5 291

— acceptd 1236 1248 0.96 recvirom 192.6 199.4 3.56

&  openat 471.5 486.9 3.26 read 247.1 254.2 2.88

(% purite64 320.6 328.2 2.35 pread64 231.8 239.0 3.06
fstat 185.9 191.5 3.03 fentl 148.1 155.8 5.20
dup3 132.5 138.0 4.22 lseek 149.7 154.8 3.38
mmap 130.0 130.0 0.01 getpid 118.6 - -
capac_malloc 23.46 50.28 114.6 capac_free 14.7 374 154.4

p. capac_enter - 167.7 - capac_exit - 161.2 -

< delegate_ptr* - 327.7 - delegate_fd" - 182.9 -
limit_fd" - 142.4 -

capac_ prefix omitted.

Table 3.2: Latency of CAPACITY system calls intercepted by the reference monitor and
libcapacity APIs (Cap.) vs. baseline (Base.). We also report getpid for context.

3.9 Evaluation

In this section, we first conduct a set of microbenchmarks on the reference monitor
and libcapacity to illustrate the overhead induced by individual operations of CAPACITY
(Subsection 3.9.1). We describe the adaptation of CAPACITY in protecting sensitive resources of
three real-world applications in Figure 3.9.2. Finally, we evaluate the performance of CAPACITY-
adapted applications in Subsection 3.9.3 to show CAPACITY’s overall impact on performance.

Evaluation method. We ensured the functional correctness of our implementation by using a
QEMU [100] ARM virtual machine that supports both PA and MTE and conducted performance
evaluations using the Apple Mac Mini with an M1 processor running Asahi Linux [101]. The M1
processor includes the PA extension; however, to our knowledge, there is no publicly available
hardware with ARM MTE. The QEMU’s MTE emulation is mature to a point where it is
used for developing a MTE-based security feature for the Linux kernel to be used in the near
future [102]. We follow the method from a previous work [6] that emulated the worst-case
performance impact of MTE by using MTE analogs. We insert the MTE analogs to replace
the tagging instructions in our tagged heap memory allocator and also modify CAPACITY’s
instrumentation to automatically insert the MTE analogs in places of LLVM’s MTE intrinsics.

3.9.1 Microbenchmarks

We perform a set of isolated microbenchmarks on the syscalls intervened by the reference
monitor, libcapacity API functions, and the instrumentation. The results are listed in
Table 3.2.

System call latency with reference monitor. We measured the average latency of
CAPAcITY-protected syscall used in our evaluated applications that authenticate file paths and
FDs, and compared them against un-protected syscalls. The overhead induced by CAPACITY
includes the latency from syscall hooking and CAPACITY’s reference authentication. Our
results reported an average of 2.65% across the measured syscalls. This shows the efficiency of
CAPACITY reference monitor design that fully utilizes hardware acceleration provided by PA,
not to mention the simplicity of capability where the reference alone is enough to make access
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Figure 3.6: Overhead of instrumented nbench-byte, normalized to uninstrumented baseline and
sorted by overhead.

control decisions without complex bookkeeping on domains and resources. Also, this overhead
is imposed only on the CAPACITY-enabled processes.

libcapacity APIs latencies. The overhead of capac_malloc() and capac_free()
originates from domain authentication and MTE-based memory tagging. Measuring the
latency of domain private memory allocation and free on blocks of 1KB, capac_malloc() and
capac_free() reported approximately 114.6% and 154.4% . capac_enter and capac_exit,
capac_delegate_ptr, capac_delegate_fd and capac_limit_£fd are simple ioctl calls to the
in-kernel reference monitor, where only capac_limit_fd does not requires the key switching.
Their latencies are on par with general syscalls. Besides a roundtrip to the kernel mode, we
suspect their main source of overhead is from writing to the PA key registers.

nbench-byte benchmark. We measure the isolated overhead of CAPACITY’s
instrumentation on the nbench-byte [103] benchmark, which is also used by several previous
works on PA-based defenses [85,104]. nbench-byte consists of 11 CPU and memory subsystem
benchmarks that allow us to measure the overhead of CAPACITY in general computations.
Figure 3.6 shows the results of nbench-byte compiled with CAPACITY’s instrumentation
that enforces PA on on-save signing and on-load authentication of all in-program pointers.
On average, CAPACITY’s instrumentation incurs 11.37% performance degradation to the
uninstrumented version.

3.9.2 Adapting Capacity to real-world programs

We exemplify CAPACITY’s capability domains by adapting it to several open-source
applications studied by previous isolation frameworks [5,58,99]. These applications include
OpenSSH’s ssh utility [105], wget file download utility [106], and NGINX webserver [107]
compiled along the TLS library LibreSSL [108]. Representative code examples of our
modifications can be found in the appendix of the extended version of this paper [109]. The
applications are also compiled with the CAPACITY-instrumented musl libc [110] adapted to
handle signed pointers in system call arguments. Table 3.4 summarizes the CAPACITY domains
in protected applications and their protected assets.

OpenSSH’s ssh (v9.3pl). We demonstrate CAPACITY’Ss program secrets protection
throughout their life-cycles with ssh. We compile OpenSSH to use its built-in crypto library
and use CAPACITY to isolate the private key of ssh. We introduce a new domain, PRIVKEY,
with exclusive access to the private key file and its in-memory buffer. This domain spans from
when the private key is loaded from the file system until after the login operation succeeds.
We then assign the static private key to the domain, allocate the private key buffer (struct
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Figure 3.8: CAPACITY enables life-cycle private key protection and per-instance isolation of
session keys in the NGINX webserver.

sshkey) in private memory, annotate its pointers with DOM_PRIV, and finally wrap functions
that access the private key within domain entry gates. These changes require about 50 LoC
changes over 13 functions across 5 files.

wget (v1.21.2). We use CAPACITY to isolate the file received from the internet in wget to
demonstrate least-privilege compartmentalization. We create a domain called FILEDOWNLOAD
with exclusive access to the downloaded buffer and the output file path/FD. We then modify the
initialization of wget to assign the output file access to FILEDOWNLOAD, and use cap_limit_£fd
to revoke all other attributes from the file’s FD except CAP_WRITE. This ensures that the domain
has write-only access to the output FD'. The domain encapsulates the function retrieve_url,
which fetches the requested file from a URL into a capac_malloc-allocated buffer before writing
into the output file’s FD. We also annotate pointers variables that point to the downloaded file
in memory with CAPAC_VAR. The total modifications to wget is about 30 LoC.

NGINX (v1.23.0) + LibreSSL (v3.5.3). We use the NGINX webserver and its crypto
library, LibreSSL, to demonstrate the multi-domain interaction of CAPACITY. We create three
domains in the webserver, namely HANDSHAKE, SESSION, and CONNECTION to isolate the
server private key, session keys, and connection sockets with the least privilege principle in
mind. Table 3.4 displays a summary of the webserver domains and their isolated resources. We
modified 223 LoC in LibreSSL and 114 LoC in NGINX.

Figure 3.8 illustrates the main operations and their interaction with domain-private objects
in domain HANDSHAKE and SESSION. HANDSHAKE, which consists of 5 NGINX and 2 LibreSSL
functions endowed with exclusive rights to the server private key.

SESSION protects session keys by hosting 17 functions, mostly located inside LibreSSL’s AES-
GCM implementation. We generate a unique instance ID and use it as the modifier for each

"While wget already make the file handle write-only, CAPACITY enables more fine-grained in-process access
control that supports read and write domains.
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Program Baseline (ms) w/ CAPACITY (ms) Overhead (%)

ssh 347.35 348.62 0.37
wget 17.12 18.14 5.95

Table 3.3: CAPACITY overheads on ssh and wget.

session since a session’s resources are mostly temporary and can be isolated. As HANDSHAKE
execution finishes, it produces a TLS session key, which is to be delegated to the corresponding
SESSION instance using the API capac_delegate_ptr (Table 3.1). The domain-private stack
is a noteworthy feature of CAPACITY used in SESSION. When a function performs complex
cryptographic operations, we use DOM_PRIV_STACK instead of tracking the data flow of sensitive
data bouncing around in the function’s local variables.

Finally, CONNECTION manages the webserver’s sockets. We wrap the functions that handle
sockets inside its domain switches of CONNECTION, such that when the server requests its
server socket FD using sys_socket, the returned FD is domain-private. On client connection
requests, CONNECTION invokes sys_accept4 with the server socket as the input and retrieves
a client socket FD. CONNECTION then delegate the returned client socket FD to HANDSHAKE,
using capac_delegate_fd. After TLS handshaking, HANDSHAKE again delegates the socket FD
to SESSION. Notably, CAP_SOCKET attribute is enabled by default when socket FDs are created,
segregating socket and non-socket FDs in syscalls without the user’s intervention.

3.9.3 Application performance benchmark

We perform performance benchmarks on the adapted applications. These applications
run with all design components of CAPACITY explained thus far, including compile-time
instrumentation, compatibility fixes, libcapacity, the kernel-level reference monitor, and
backward and forward-edge CFI. To accurately profile the source of CAPACITY’s performance
overhead, we inserted probes into the reference monitor, libcapacity, and the instrumented
program code to collect runtime execution count of CAPACITY operations during a single
iteration of execution, as shown in Table 3.4.

ssh and wget. For ssh, we measure the average overhead of connecting to a local server
10,000 times and compare it against the unmodified version. We evaluate the protected wget
by timing the average overhead in latency when requesting a 1MB file from a local http webserver
10,000 times compared to the baseline. Table 3.3 displays the CAPACITY-incured performance
overheads in ssh and wget, which shows only minimal slowdown for both applications.

NGINX + LibreSSL. We evaluate the throughput of the CApPACITY-enabled NGINX
webserver against its unmodified counterpart, which we shall call BASELINE. We use the Apache
benchmarking tool, ab [111] locally (i.e., no network latency) to measure the number of requests
processed per second, with varying file sizes, {16K, 32K ... 1M}, on also single-threaded and
multi-threaded (8 threads) settings. 100,000 requests were performed, and the keep-alive option
was used to avoid re-initializing the connections. The cipher suite negotiated between the client
and the server was ECDHE-RSA-AES256-GCM-SHA384.

The webserver benchmark results are displayed in Figure 3.7, which shows the average
performance degrades about 17% for the single-threaded server and 13.54% for the multi-
threaded settings across all file size configurations. The latency measurements for CAPACITY
operations from our microbenchmark (Table 3.2) allow us to reason that the performance
overheads from the reference monitor and libcapacity would be very limited. The varied
file sizes allow us to capture the characteristics of CAPACITY’s performance overhead, which
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increases as the requested file sizes increase. Along with the runtime statistic collected in
Table 3.4, it can be observed that CAPACITY’s overhead protecting pointers and memory is
proportional to the amount of computation. We can conclude that the performance overhead
of CAprAcCITY would be predominantly from the increased number of instructions due to
instrumentation.
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3.10 Security analysis & discussion

In this section, we use the security requirements outlined in Subsection 3.5.2 to analyze
the security of CAPACITY. We show that these security requirements are achieved throughout
the life cycles of program resources. We also discuss the possible mitigation for brute-forcing
attacks at the end of the section.

Non-impersonable domains (RD) ). The domain entry explained in Section 3.6 renders
invoking domain switches into arbitrary domains in unintended locations impossible. Also,
our trusted domain ID fetching and in-register tag protection prevent the attacker from
impersonating a domain by corrupting the currently activating domain ID spilled onto the
stack or accessible globally.

Complete mediation (R2 ). CAPACITY’s reference monitor ensures the use of FD and
PATH in syscalls is always authenticated, and all userspace FDs are signed. Its whole-program
instrumentation guarantees the signing and authentication of all ambient and domain-private
pointers. Bypassing PA checks by jumping into non-entry locations of a function is infeasible
with the presence of CFI. Hence, assuming no uninstrumented code, CAPACITY achieves
complete mediation of all resource usage.

Non-reusable references (®3) ). Under CAPACITY’s protection, a non-owner domain
cannot access a protected file since the inode signature check will fail during file import. A
domain-private FD leaked to another domain remains unusable thanks to our FD authentication
scheme using the domain key. The reference monitor also prevents the OS from reusing FD
numbers after one is deallocated. In addition, a domain compromised by the adversary cannot
reuse in-memory pointers pointing to other domains’ private memory. Due to domain key
mismatch, the authentication would fail at pacdb sites. A pointer signed with Kpp would also
fail to authenticate at pointer load sites where Kp 4 is used.

Non-forgable references (R4 ). It is impossible to forge an illegal path reference to a
protected file object since path string references are resolved to their in-kernel data structures.
Forging an FD in the userspace is also prevented using a secret (to userspace) modifier, which
allows the kernel to remain the sole issuer of unforgeable and protected file descriptors.

With two methods, the adversary may forge a tagged and signed pointer to access domain-
private memory. First, the adversary may overwrite an existing in-memory pointer through
memory corruption. Such attacks are thwarted by the PA-based pointer authentication, whose
primary purpose is to detect corruptions of in-memory pointers. Second, through code reuse
attacks, the adversary may sign arbitrarily manipulated data (e.g., 64-bit data with the victim’s
domain tag and target sensitive memory address) using the available pacda and pacdb gadgets.
For pacdb gadgets, CAPACITY PA contexts created by key switching force the attacker to use
them within the target domain. We consider the isolated domains small enough so that it can
be verified that the domain code is free of signing gadgets. However, this is a substantial and
realistic threat when completely safe TCB is not guaranteed [94,112], and a scanner to remove
such gadgets could be utilized [94]. Given that no such convenient gadgets exist in CAPACITY
domains, the adversary may still launch an extremely sophisticated attack by finding gadgets
that (1) leak the sensitive memory address, (2) create a pointer and add the appropriate tag to
it, (3) use pacda to create an ambient pointer that points to domain-private area, and (4) pass
the signed pointer to an autda site. CAPACITY’s instrumentation currently zeros out the tag of
ambient pointers before signing them, rendering such code reuse attacks infeasible.

Brute-forcing atttacks. An attacker can exploit certain ideal situations, such as infinite
thread spawning [113], to try different AC values until authentication succeeds. This is an
inherent weakness with PA-based security. Such attacks can be overcome by placing thresholds
on the number of crashed threads due to PA traps and systems call authentication failures [94].
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3.11 Related work

We explain the previous works that are closely related to our work in terms of security
principle (capability), use of hardware primitives (ARM PA and MTE), and objective
(compartmentalization).

Capability-based resource access control. Capability-based access control has long been
sought after due to its advantages in achieving the principle of least privilege [21,24, 25,27, 32,
53,79,80,114,115,116]. Previous works explored capabilities in OS access control and memory
safety. In the OS sphere, Capsicum [32] introduced process-level FD capabilities to UNIX and has
been adapted by FreeBSD [33]. The SeL4 microkernel provides secure and fine-grained access
to system resources through capability tokens [25]. Toward applying capabilities principles
for memory safety, CHERI [80] introduced a CPU architecture with built-in support for
capability-based memory access control. Subsequent works introduced extensions to the CHERI
architecture with additional security features such as domain memory isolation [53, 81, 114].
Recently, Capstone [117] revised CHERI’s base design to support revocable delegation and an
extensible privilege hierarchy.

Unlike previous capability systems, CAPACITY’s capabilities can be consistently applied
to file and memory object references. Compared to Capsicum, CAPACITY does not require
isolating program components into processes; its capability model seeks to achieve least-privilege
domains within a process. Moreover, CAPACITY’s enforcement is much more lightweight thanks
to hardware-assisted cryptographic authentication, Compared to capability architectures like
CHERI, CAPACITY’s design must address the security requirements of capability on existing
hardware features, e.g., complete mediation of pointer uses since the processor does not enforce
them automatically. Also, without hardware support, CAPACITY lacks fine-grained permissions
that CHERI provides over pointers, e.g., per-object read/write/execute capabilities.

PA and MTE-based software defenses. Many PA-based runtime defense mechanisms
have been proposed [85,91,92,94,95,104,118,119] and deployed in commodity systems [91,95].
MTE-supported bug detecting tools have been introduced [120, 121, 122] with improved
performance compared to software-only approaches. Notably, PARTS [85] introduces a Data
Pointer Integrity (DPI) policy that protects program-wide data and code pointers, but its
instrumentation framework is not evaluated on real-world applications. PacTight [104] enforces
non-forgability, non-copyability, non-dangling properties on only sensitive pointers with an
intricate signing and authentication scheme. PTauth [119] introduces a PA-based use-after-
free by authenticating pointers with their pointed-to object.

CAPACITY introduces a robust framework for whole-program instrumentation of pointer
authentication. Moreover, previous PA-based systems rely on modifiers to establish different
authentication contexts. On the other hand, CAPACITY establishes authentication contexts
through its key switching mechanism and uses the modifier to isolate references between domain
instances. Hence, different types of references can share a consistent authentication method in
kernel and userspace without a complicated modifier assignment scheme. However, CAPACITY’S
use of Kpp for the domain key allows it to incorporate previous works on PA-based CFT into
its design [85,92,94,95].

Intra-process compartmentalization. Several works have leveraged x86 architecture’s
PKU to protect program domains and showed that PKU-based isolation significantly lower
overhead compared to process-based and SFI-based isolation [5,16,17,55,76]. Notably, ERIM [5]
and Hodor [16] laid the groundwork for utilizing PKU for intra-process isolation through a
meticulously designed call gate between domains. CAPACITY is motivated by the underexplored
design space for ARM-based in-process compartmentalization and access control. Shred [58]

44



proposed isolating the memory of in-process execution units with AArch32’s Domain memory
protection, but the feature has been removed in AArch64.

HAKC [6] is a framework for Linux device driver compartmentalization, also leveraging
PA and MTE. Different from HAKC, CAPACITY’s use of PA4+MTE is specialized for memory
and system resources isolation in the userspace. In particular, with pre-defined ACLs as PA
modifiers, HAKC’s pointer-use sites are tied to an access control policy, regardless of the calling
context. On the other hand, CAPACITY’s pointer authentication scheme checks if the reference
is issued for the currently active domain, depending on the context (the effective Kpp). This
key difference brings implications that are pivotal in CAPACITY’s design. First, it allows PA
contexts to span across the user and kernel, enabling CAPACITY’s authentication scheme without
a complex user-kernel modifier sharing scheme. Second, functions can be called from multiple
domains; the AUT authentication checks in the exact code location and uses different keys and
therefore authenticates differently for each domain context.

Recently, there have been proposals for reference monitors better suited for in-process
isolation [17,55,74,123]. Jenny [17] proposed a secure and efficient syscall reference monitor
that delegates access control to userspace. pSwitch [123] leverages implicit context switches
to delay the kernel resource context switching until a syscall is performed to achieve better
performance. While previous works on reference monitors require developers to write filtering
rules to be applied to the monitor, CAPACITY’s cryptographically-secured FD references are
coherently built into the program’s semantic, and their PA-assisted authentication is both
transparent and efficient.

Isolation boundaries. CAPACITY currently only provides intra-procedural sensitivity
annotation propagation. Automated whole-program and inter-procedural tracking of secret
propagation is a field of its own, and previous works have proposed methods towards the
objective [57,68,99,124]. We expect that CAPACITY can incorporate such methods in the
future, although it is currently out of the scope of this paper, which focuses on introducing a
new isolation mechanism. On another note, a recent work [112] discussed the perils of artificially
drawn in-process boundaries and their interfaces. Such attack surface must be eliminated or
minimized through validation and interface narrowing when porting existing programs to use
CAprAcCITY. If a program is redesigned or written from scratch with CAPACITY, then a conscious
effort can be made to have a secure interface by design. The evaluated prototypes focus on
showing the feasibility of CAPACITY as an isolation mechanism, and we regard the validation
process to be an orthogonal issue.
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3.12 Conclusion

This paper proposed a novel design called CAPACITY that enables the compartmentalization
of in-process domains by employing hardware-accelerated and cryptographically-authenticated
capabilities. We presented complete mediation and authentication schemes that satisfy the
security requirements of capability systems throughout the life cycle of sensitive domain objects
and addressed compatibility issues when adapting PA+MTE-based instrumentation for large
programs. We evaluated CAPACITY through microbenchmarks and real-world applications,
including an NGINX webserver prototype in which the important resources are protected in
secure domains. The results show the efficacy of CAPACITY the in terms of performance with
an average webserver throughput overhead of 17% for single-threaded and 13.54% for multi-
threaded experiments.
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Chapter 4

INCOGNITOS: A Practical
Unikernel Design for Full-System

Obfuscation in Confidential Virtual
Machines

* The content of this chapter was published in the 2025 IEEE Symposium on Security
and Privacy (SP), San Francisco, CA, USA, 4192-4209, doi:10.1109/SP61157.2025.00222.
© 2025 IEEE. Reprinted, with permission, from K. Dinh Duy, J. Kim, H. Lim, and H.
Lee, “IncognitOS: A Practical Unikernel Design for Full-System Obfuscation in Confidential
Virtual Machines,” in 2025 IEEE Symposium on Security and Privacy (SP), 2025, pp.
4192-4209. In reference to IEEE copyrighted material which is used with permission
in this thesis, the IEEE does not endorse any of Sungkyunkwan University’s products
or services. Internal or personal use of this material is permitted.  If interested in
reprinting/republishing IEEE copyrighted material for advertising or promotional purposes
or for creating mew collective works for resale or redistribution, please go to http:
//www. teee.org/publications_standards/publications/rights/rights_link.html to
learn how to obtain a License from RightsLink.

.. abstractions are not designed to keep secrets.

Butler Lampson [125]

If you know the enemy and know yourself, you need
not fear the result of a hundred battles.

Sun Tzu, The Art of War
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To bolster customers’ trust in cloud, cloud providers are increasingly adopting TEE-enabled
hardware from compute vendors like Intel and AMD that can protect sensitive data and
programs from the rest of the platform, including compromised cloud administrators.

Unfortunately, even with hardware-provided isolation, side-channel attacks continue to
undermine confidentiality guarantees of TEE. The latest development in TEE-enabled
hardware, CVMSs, incorporates a VM with a TEE and also suffers from side-channel threats.
This chapter introduces INCOGNITOS, a unikernel-based OS that reimagines the OS as an active
component contributing to the security of a CVM against side-channel attacks.

The chapter first explains the motivation for INCOGNITOS, and how it establishes coherence
between the OS protection and the one provided by CVM-enabled hardware. Then, it covers
the design and evaluation of INCOGNITOS, showing the evolution of traditional OS protection
and enabling security and performance for CVM workloads.
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Figure 4.1: While an untrusted cloud platform cannot directly access a CVM’s sensitive
memory, they can leak information through side-channel attacks on shared hardware

architectural /microarchitectural states. Further, they can exploit their management of the
page table to perform a controlled-channel attack.

4.1 Toward coherent OS-assisted CVM protection

Despite their strong compatibility with existing workloads, CVMs inherit the side-channel
attack challenges from the previous Intel SGX model while introducing unique challenges due
to the expanded TCB.

Side-channel attacks. In 1973, Butler Lampson [126] described in his seminal work on the
confinement problem, the difficulties of preventing an untrusted program from leaking secrets
through covert channels or side channels. These channels, such as the time an operation
takes, while not designed for information transfer, allow a program to communicate with other
programs.

Side-channel attacks remain a significant challenge in modern computing systems. Especially
on cloud platforms where computation across thousands of users is shared on the same system,
the shared state between the victim and attacker processes becomes a major side-channel threat.
Between different processes, the cloud OS/hypervisor multiplexes memory (through the page
table), storage, and CPU execution time, while the hardware multiplexes microarchitectural
states such as the cache and branch predictor. These shared states are never designed to hold
secrets; previous research has demonstrated the feasibility of microarchitectural attacks, such
as cache attacks [127,128], to extract sensitive information, such as secret keys.

TEEs exacerbate the side-channel problem with a much stronger threat model compared to
traditional protections (Section 2.1). The attackers in this threat model are the management
software, i.e., the OS and the hypervisor. Thus, attackers are now given access to powerful
capabilities like page access interception [1] and interrupt timers [129,130,131], which they can
leverage to leak information [1] or amplify existing side channels [131,132].

Side channels were a significant threat in Intel SGX and continue to persist in emerging
CVM models such as AMD SEV and Intel TDX, which remain vulnerable to a broad class of
side-channel attacks. (Figure 4.1 illustrates the side-channel attacks in CVM.) Since the CVM
shares architectural and microarchitectural hardware states with the untrusted hypervisor, it
suffers from similar side-channel attack vectors, such as page-table-based attacks (also called the
controlled-channel attack) and cache attacks [133]. Worse, newer CVM-specific side channels,
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such as the ciphertext side channel [38,39], continued to be discovered. Thus, research into
side-channel mitigation for CVM is a pressing need.

Bloated TCB. Another challenge with the CVM deployment model is the significantly
bloated TCB. The TCB of a TEE comprises components trusted to handle the user’s secret. The
CVM model now places the confidential application, along with all of its supporting software,
within the trust boundary, placing a significant amount of code inside the TEE. Specifically,
the OS must now be a part of the TEE, which contains tens of millions of lines of code and
thousands of known vulnerabilities. This bloated TCB significantly increases the attack surface.
First, since the OS must interact with low-level hardware that was previously assumed to be
trusted before the CVM model, the shift in the trust model introduces easy attack vectors.
Research has demonstrated that the legacy OS, when deployed in a CVM, exposes new attack
surfaces, such as interrupt handling [36,37]. Second, the large TCB complicates efforts to defend
against side-channel attacks; the OS itself, through complex interactions with user applications,
may amplify existing side channels or even introduce new ones.

IncognitOS: coherent OS-assisted CVM protection. To support more robust CVM
deployments, INCOGNITOS is designed to address the challenges outlined above. It explores
the principle of coherent protection (Chapter 1) by rethinking the traditional protection model
of OS (Chapter 2, Section 2.1), to align with the protection established by CVM hardware like
AMD SEV and Intel TDX.

This shift in perspective has two implications. First, this means that the OS must now
incorporate side-channel attacks from untrusted hypervisors into its threat model. INCOGNITOS
shows that this both presents challenges and opportunities — with the OS’s access to low-
level capabilities like memory management and scheduling, INCOGNITOS can efficiently and
transparently protect the memory accesses from side-channel attack. Second, it motivates the
exploration of alternative OS designs to achieve the security goals. With a unikernel design,
INCOGNITOS makes whole-system protection feasible while keeping the TCB minimal.

20



4.2 Abstract

Recent works have repeatedly proven the practicality of side-channel attacks in undermining
the confidentiality guarantees of Trusted Execution Environments such as Intel SGX.
Meanwhile, the trusted execution in the cloud is witnessing a trend shift towards confidential
virtual machines (CVMs). Unfortunately, several side-channel attacks have survived the
shift and are feasible even for CVMs, along with the new attacks discovered on the CVM
architectures. Previous works have explored defensive measures for securing userspace enclaves
(i.e., Intel SGX) against side-channel attacks. However, the design space for a CVM-based
obfuscation execution engine is largely unexplored.

This paper proposes a unikernel design named INCOGNITOS to provide full-system
obfuscation for CVM-based cloud workloads. INCOGNITOS fully embraces unikernel principles
such as minimized TCB and direct hardware access to render full-system obfuscation feasible.
INCOGNITOS retrofits two key OS components, the scheduler and memory management,
to implement a novel adaptive obfuscation scheme. INCOGNITOS’s scheduling is designed
to be self-sovereign from the timer interrupts from the untrusted hypervisor with its
synchronous tick delivery. This allows INCOGNITOS to reliably monitor the frequency of the
hypervisor’s possession of execution control (i.e., VMExits) and adjust the frequency of memory
rerandomization performed by the paging subsystem, which transparently performs memory
rerandomization through direct MMU access. The resulting INCOGNITOS design makes a case
for a self-obfuscating unikernel as a secure CVM deployment strategy while further advancing
the obfuscation technique compared to previous works. Evaluation results demonstrate
IncoaNITOS's resilience against CVM attacks and show that its adaptive obfuscation scheme
enables practical performance for real-world programs.
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4.3 Introduction

Ensuring the confidentiality of computation in untrusted environments such as the
cloud remains a daunting challenge even with the mature hardware-assisted TEE (Trusted
Ezecution Environment) architectures [12,13,19]. A plethora of attacks have demonstrated
their effectiveness in undermining the confidentiality of the userspace enclaves (e.g., Intel
SGX) [1,129,130,131,132,134,135,136, 137].

Shift towards CVMs. Meanwhile, a shift from process-based enclaves [59,138,139] such as
Intel SGX towards CVMs is anticipated with the current and upcoming hardware extensions.
Intel’s Trust Domain Extensions (TDX) [19], AMD’s Secure Encrypted Virtualization (SEV) [13,
140], and ARM’s CCA [14] all adopt the virtual machine construct as TEE boundary. This
means the OS kernel now resides within the trust boundary, unlike the previous userspace
enclave design of Intel SGX [12].

Persisting side-channel threats in CVMs. Unfortunately, side-channel attacks continue
to pose a significant threat to confidential computation even in the era of CVMs. Controlled
channel attacks that leverage Nested Page Faults (NPFs) on the CVMs that can be observed
in the untrusted hypervisor [1] to monitor page-granular memory access patterns have been an
essential component of exploits on AMD-SEV [36,37, 39, 141, 142, 143]. Recent research also
showed that certain architectural and microarchitectural side-channels are feasible on CVMs.
For instance, last-level cache attacks were shown to be feasible in AMD SEV(-SNP) [133],
despite the per-ASID cache line isolation in place for virtual machines [144]. Also, Ciphertext
side-channel attacks [39, 141] were discovered, which exploit the weak AES-XEX encryption
mode used for CVM memory encryption that uses the Host Physical Address (hPA) as a tweak.

Obfuscated execution engines. Many previous works have proposed obfuscated execution
engines for SGX to render the enclave execution more resilient against side-channel attacks
through compiler transformations [145, 146, 147, 148].  Among them, Klotski [148] sought
practicality through periodic mini-page-granular (2KB) memory layout rerandomization. The
approach focuses on mitigating the profiling stage of the side-channel secret extraction attack
in which the sensitive code and data locations are pinpointed. Klotski seeks to be cost-effective,
given that the fine-grained data extraction attacks can only proceed when the profiling stage is
successful.

Termination on exit frequency threshold. Detecting potential side-channel attack
attempts through ezit detection has been another pragmatic approach in mitigating side-
channel attacks against SGX enclaves [149,150,151,152]. Observing that most known practical
side-channel attacks require frequent Asynchronous Enclave Exit (AEX) to acquire necessary
temporal resolution on the channel, Varys [149] sets a threshold for AEX rate and terminates
the enclave if the observed exit rate exceeds the threshold.

Limitations of existing defenses. We point out that the policies mentioned above
for pragmatic defense against side channels have limitations. The fixed-rate periodic
rerandomization of previous work [148] is inefficient, as the costly rerandomization is performed
constantly regardless of ongoing attacks, especially when the exit frequency is a plausible
measure for detecting ongoing attacks. Moreover, according to our empirical analysis, the
termination policy on high exit frequency is not robust, at least when applied to SEV-SNP
CVMs. As such, such policies may experience false positives in benign workloads while carrying
the risk of missing low exit rate attacks. As we will show through our paper, a design space
exists for adaptive and robust obfuscation that can reliably protect trusted execution workloads.
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Towards obfuscation of CVMs. Besides the efficiency (fixed-rate) and robustness (fixed
threshold) limitations regarding the policies of obfuscation for SGX, the accumulated research
faces a shift towards CVMs [153,154,155,156,157]. To our knowledge, no previous works have
discussed full-system obfuscation for a virtual machine. The shift implicates an incomparably
larger execution unit to be obfuscated that includes an OS kernel. At the same time, CVMs
open up a new design space for obfuscation engines with the highest degree of control (i.e., Ring
0) over the hardware.

Our proposal. This paper introduces IncognitOS, a novel unikernel design that safeguards
unmodified programs with the efficient rate-adaptive obfuscation scheme for SEV-SNP CVMs.
Moreover, as an operating system, INCOGNITOS is binary-compatible; it can run unmodified
workloads compiled for the Unikraft unikernel. The minimal memory footprint and complexity
of unikernels render full-system obfuscation feasible, including the memory regions of the kernel
itself.

INCOGNITOS efficiently retrofits the OS kernel subsystems for constant system
rerandomization by exploiting the unique characteristics of unikernel, such as the user-kernel
homogeneity and direct hardware access [158,159]. To maintain the system’s resilience against
side-channel attacks, INCOGNITOS’s scheduling subsystem constantly monitors the temporal
resolution of the untrusted host on the system and instructs the paging subsystem to rerandomize
system memory reactively.

INCOGNITOS also makes substantial advancements in system memory obfuscation strategy
with its novel rate-adaptive rerandomization scheme. INCOGNITOS implements software
synchronous timer ticks to break the dependency on the untrustworthy hypervisor timer
interrupts. At each synchronous tick, INCOGNITOS scheduler measures the occurrence of
VMExit and executed instructions, or VMExit per executed instructions, which directly
represents the adversary’s temporal resolution. Based on the measured VMEXxit frequency
that can be used to alert potential side-channel attacks, INCOGNITOS scheduler commands its
paging subsystem to regulate its rerandomization rate. INCOGNITOS’s design must overcome
the challenges in designing a robust VMExit frequency measurement system inside the CVM.

INCOGNITOS’s paging subsystem is designed to perform full-system rerandomization,
including user/kernel pages and the page tables. While applying rerandomization of the
currently active regions of CVM memory, INCOGNITOS’s paging coherently integrates an
ORAM-managed page pool that hides traces of page-ins and page-outs.

We also comprehensively evaluated INCOGNITOS to show its security and performance
feasibility. Security evaluations against real attacks highlight the robustness of INCOGNITOS’s
adaptive obfuscation and its resilience against attacks. The microbenchmark and real-world
application benchmarks with NGINX and Redis demonstrate the practicality of INCOGNITOS
in terms of performance and also its ability to support unmodified programs.

Lastly, we summarize the contributions of this paper as follows:

- We propose a unikernel-based design for an efficient obfuscation execution engine that
achieves transparent and full-system obfuscation.

- We propose a novel rate-adaptive obfuscation scheme to address the inefficiency of fixed-
rate rerandomization and robustness issues of threshold-based termination schemes.

- We performed evaluations using microbenchmarks and real-world workloads to show its
effectiveness.

- We open source INCOGNITOS and all implementations involved in its evaluation for future
research and adoption’.

! Available at https://github.com/sslab-skku/incognitos

93


https://github.com/sslab-skku/incognitos

4.4 Background and Related work

4.4.1 AMD SEV

SEV isolates the execution of CVMs from the untrusted hypervisor through transparent
memory encryption and access control. SEV-Secure Nested Paging (SEV-SNP) is the newest
iteration of SEV that encrypts register states in VM Save Area (VMSA) and addresses mapping
integrity through a hardware-maintained Reverse Mapping Table (RMP).

VMSA update on VMExits. When a VMExit transitions from CVM to host execution,
the processor automatically updates the VMSA with exit information. Specifically, the
vmsa.exit_code field is set as the exit reason for the current VMexit, e.g., 0x400 for NPF.
This recording is unavoidable as it takes place at the hardware level without the intervention
of the hypervisor [140] and is non-forgeable as the VMSA must be mapped as a private CVM
page that is automatically encrypted.

Mapping integrity with RMP. SEV-SNP provides mapping integrity through the RMP,
which contains integrity-protected mapping information such as the page’s state (encrypted or
non-encrypted) and mapping sizes. On any mapping changes, the mapping information in the
RMP is invalidated; the CVM must wvalidate this update with the pvalidate instruction. The
RMP is consulted by the CPU on every memory access, which allows a CVM to detect illegal
changes to the mappings.

4.4.2 Side-channel threats in CVMs

Side-channel attacks that undermine the confidentiality of trusted executions have long
plagued Intel SGX, and many such threats continue in CVMs.

NPF Controlled-channel attacks. Adversaries who control the untrusted hypervisor can
leverage its control over the Nested Page Table (NPT) to strategically trigger NPF on CVM
pages by marking a page non-present. When the victim CVM accesses such pages, the CPU
generates a #NPF, with the corresponding faulting address recorded in the VM Control Block
(VMCB). In the current SEV-SNP [140], the processor notifies the hypervisor of (1) the faulting
Guest Physical Frame Number (GPFN) (e.g., 0xff...ab000) through VMCB.EXITINFO2 and (2)
the cause of the fault, along with other information [140] through the VMCB.EXITCODE upon the
NPF occurrence. These so-called NPF controlled-channel attacks are adaptations of the page
fault-based attacks against Intel SGX [1,132]. Through the attack, the adversary can trace
instruction fetches and data accesses at page granularity. In many previous SEV(-SNP) attacks,
NPF attacks have been employed as a CVM memory profiling primitive for pinpointing attack
targets (Section 4.10.1).

Fine-grained side-channels. Fine-grained side-channel attacks represent attack vectors that
leak memory access patterns at a resolution finer than the page size. These attacks typically
exploit microarchitectural leakages (e.g., cache [132,134,135] and TLB [160]) or architectural
leakages such the encrypted memory access patterns [161], and ciphertext updates [39, 141].
Fine-grained side-channel attack vectors have been extensively studied in the context of Intel
SGX [129,130,131,132,134,135,136,137], and certain attacks remain feasible against SEV-SNP
CVMs. For instance, recent research highlights the exploitation of L2 cache Prime+Probe and
ciphertext side-channel attacks to extract sensitive information from SEV CVMs [39,133,141].
Ciphertext side-channel attacks [38,39,141] are specific to AMD SEV(-SNP). They exploit the
weak AES-XEX cipher used for CVM memory encryption, which consistently produces the
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same ciphertext for identical plaintext written to the same physical address. In combination
with other primitives, a previous work [39] demonstrated a case of full RSA key leak.

Untrustworthy interrupts and temporal resolution

A SEV-SNP CVM currently has no option but to rely solely on the untrusted hypervisor to
deliver virtualized interrupts, which may be delayed or completely skipped. Also, the hypervisor
may leverage the precise hardware interrupt timer (e.g., APIC) to seize the victim’s CVM
execution for itself at any moment and at an arbitrary frequency. This untrustworthy interrupt
delivery relation has been exploited as a primitive to boost the temporal resolution of the fine-
grained side channels. Since the fine-grained side channels must target very specific addresses
and are often noisy due to the ongoing CVM computations, single-stepping technique [129,133,
162] was often used to acquire temporal resolution of a single instruction.

4.4.3 Previous mitigation approaches

While side-channel mitigations are not explored in the context of CVM, several works have
strived to protect Intel SGX workloads from side-channel attacks.

Detection of side-channel attacks

Many works propose the detection of side-channel attacks through their observable side-
effects, such as significantly long delays in program execution [151] or exceedingly high rates
of enclave exits [149, 150]. T-SGX [150] and SGX-LAPD [152] propose terminating enclave
execution if a configured number of enclave exits is detected. T-SGX retrofits the Intel-
specific TSX feature to detect page faults during sensitive computation. SGX-LAPD proactively
accesses memory pages before use and checks for enclave exits. Unfortunately, these approaches
overly restrict the OS page management capabilities by preventing traditional demand paging.

Instead of forbidding all enclave exits, Varys [149] advocated periodically sampling the
enclave’s exit rate and terminating based on a set threshold.

Obfuscated execution engines

A line of work sought after an ideal oblivious execution model in which ORAM manages all
code and data, and their execution and accesses are always performed through cache line-size
scratchpads [145,146]. Notably, Obfuscuro [145] provides cache-line-level obfuscated execution
through ORAM. Obelix [146] extends upon the ideas of Obfuscuro to also grant protection
against ciphertext attacks and resistance against microarchitectural instruction profiling attacks.
However, such approaches accompany multiple magnitudes lower runtime overhead (up to
100,000x in ECDHE algorithm [146]) for maximized resilience against side-channel attacks.
Besides performance overheads, the approaches require recompilation of protected programs.

Klotski [148] argues for a more practical attacker modeling and presents a practical page-
level obfuscation engine that balances security and performance by leveraging larger scratchpad
sizes and periodic rerandomization.

4.4.4 Threat model

INcoGNITOS adopts the conventional CVM threat model, where the hypervisor is untrusted
and may commit to powerful side-channel attacks that undermine the confidentiality of
the CVM. The TCB encompasses the CPU hardware, the entire CVM, and INCOGNITOS
components. We assume the attacker has knowledge of the CVM application and can send
requests to it, enabling runtime page access profiling and secret extraction attacks through side
channels. INCOGNITOS aims to thwart these attacks through obfuscation while maintaining
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reasonable performance. We do not consider transient execution attacks, e.g., Spectre [163]
and Meltdown [164]. Their variants for Intel SGX enclaves have been patched in SGX’s latest
iteration [136,137]; their effectiveness on CVMs has not been extensively studied.
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Figure 4.2: Overview of INCOGNITOS

4.5 IncognitOS Overview

INcoaNITOS (Figure 4.2) is a unikernel design that targets AMD SEV-SNP for practical
and transparent system-level defense against CVM side-channel attacks. It proposes a novel
rate-adaptive obfuscation scheme that allows relaxing the rerandomization rate during normal
execution, as INCOGNITOS can sense the symptoms of attacks and reactively increase the rate.

4.5.1 Kernel subsystems

As shown in Figure 4.2, INCOGNITOS retrofits the following kernel subsystems to enforce
its rate-adaptive obfuscation scheme.

Scheduling subsystem. INCOGNITOS’s scheduling subsystem (Section 4.6) constructs a
sampling system that can accurately determine the current VMExit rate. Using the measured
frequency of VMEXxit, the subsystem establishes a high-level rerandomization policy to regulate
the system’s obfuscation. To this end, INCOGNITOS’s scheduler implements a trustworthy self-
invocation mechanism independent of the untrustworthy timer interrupts. Our design decision
was to implement so-called synchronous ticks inserted throughout the user program and kernel
to invoke the scheduler.

Paging subsystem. The paging subsystem (Section 4.7) takes advantage of the direct access
to the hardware MMU now available to CVMs to implement a page rerandomization scheme. It
integrates an ORAM scheme into the OS page tables to perform secure page-ins and page-
outs. It performs on-demand rerandomization at a frequency regulated by the scheduler.
IncoaNITOS paging allows the CVM to enjoy full freedom using the Guest Virtual Address
(9VA) space, as INCOGNITOS’s rerandomization is achieved transparently in the OS-level.

4.5.2 System requirements

INCOGNITOS’s scheduling and paging subsystem must achieve functional design
requirements (R2-R4) while respecting the userspace by maintaining transparency (R1).

R1: Transparent Obfuscation. As an operating system, INCOGNITOS’s obfuscated
execution must be transparent to the user programs that it hosts. It must not require porting
or even recompilation of the user programs. This requirement has an impact on many design
decisions made in INCOGNITOS. For instance, while INCOGNITOS’s synchronous ticks and
VMEXxit sampling system resemble methods used in a previous work [149], it leverages static
binary instrumentation to support unmodified binaries.

R2: Self-sovereign scheduling. INCOGNITOS must implement a self-sovereign way of
scheduling critical tasks independent of the timer interrupts the hypervisor delivers due to
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untrustworthy virtualized interrupts (Section 4.4.2). At each scheduling tick, INCOGNITOS
can carry out self-defensive operations such as measuring the current VMExit rate and
rerandomizing CVM memory as necessary.

R3: Robust VMExit rate sampling and policy. INCOGNITOS’s scheduling must be
equipped with a robust VMEXxit rate sampling system. Accurately and continuously measuring
the VMEXxit rate is not a trivial task. For instance, what is the system’s necessary sampling
rate for accurately sampling the VMEXxit frequency range of the attacks? This robust sampling
allows us to build a high-level policy that moderates the rerandomization rate.

R4: Full-system memory rerandomization. INCOGNITOS’s rerandomization of CVM
memory must be transparent to userspace and, at the same time, must also include the kernel
components. Notably, we found that rerandomizing the locations of the page tables themselves
is indispensable to avoid leaking INCOGNITOS’s memory layout.

4.5.3 Embracing unikernel design

INCOGNITOS makes a case for unikernels as a basis for efficient transparent (R1) and full-
system (R4) obfuscation of CVMs. The unikernel-based approach brings the following unique
design leverages.

Minimized memory footprint and complexity. The unikernel adoption takes full
advantage of its minimal memory footprint to achieve full-system page access obfuscation
with lower overheads. Even compared to Linux MicroVMs [165] running NGINX, a Unikraft-
based NGINX deployment consumes 93% less memory during runtime (2MB vs. 29MB) [166].
Moreover, the significantly lower code complexity of the unikernels compared to the Linux kernel
facilitates INCOGNITOS’s rerandomization scheme that directly modifies the kernel paging.

Single address space and privilege level. INCOGNITOS takes full advantage of direct
hardware access in unikernel’s single privilege level execution to implement efficient OS-level
obfuscation techniques. For instance, INCOGNITOS’s scheduler design that must be invoked
at a high frequency is feasible due to the lack of user-kernel switching costs. Similarly, the
INCOGNITOS’s performance overhead of an unusually high rate of Page Faults (PFs) from
constant rerandomization is significantly alleviated. The unified address space for user and
kernel pages makes it harder for adversaries to isolate specific program behaviors. For example,
prior attacks [36,37,167] typically filter out kernel page accesses to reduce noise when profiling
target user programs.

Portability and application support. INCOGNITOS, being a fork of Unikraft, inherits the
achieved and ongoing efforts towards practicality and compatibility. As INCOGNITOS’s defense
is designed to be transparent to the hosted program, it can support various programs already
ported to Unikraft, such as NGINX, Redis, Node.js, and Flask and unmodified binaries through
its ELF loader [168].

4.5.4 Adaptive defense strategy

Before explaining the rationale behind our strategy, we discuss the empirical analysis that
shows the VMExit rates of benign workloads and reproduced side-channel attacks on a SEV-
SNP CVM.
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VMEXxit Frequency

ID Workloads / Attacks (exits/instruction)

GeoMean GSD Max
L1 nbench benchmark suite 0.0009 2.37 0.06
L2 NGINX (1000 requests, 8 concur. conn., 4KB file) 0.0016 10.77 0.13
L3 Redis (1000 requests, 50 concur. conn., 4KB payload) 0.0019 7.54 0.13
L4 Low-exit NPF attack [1] 0.0811 2.84 0.5
L5 NPF-based profiling [37,133,142] 0.1658 2.80 0.5
L6 Single-stepping [133] 0.8973 1.58 1.0

Table 4.1: SEV-SNP CVM VMEXxit frequency (exits/isns) in benign workloads and attacks. L4
were performed on LibJPEG (Subsection 4.8.3), L5 and L6 were performed on Redis workload.

Empirical analysis: VMExit rates during attacks. We empirically analyzed the VMExit
rates in workloads and attacks to support our motivation for the work and acquire concrete data
for establishing system design requirements. The results are shown in Table 4.1. To this end,
we implemented an in-hypervisor measurement framework that places probes inside the KVM’s
VMEXxit handler (svm_vcpu_enter_exit) and also counts executed CVM instructions using the
AMD’s hardware performance monitoring tool [169]. The framework collects the runtime traces
of (1) the number of VMExits and (2) the instruction distance between each VMExit. Hence,
the VMEXxit rate is calculated in the unit of instructions per VMExit. All experiments were
conducted with INCOGNITOS instance inside SEV-SNP without its obfuscation capabilities.
We implemented the attacks by either developing them from scratch based on previous
methodologies (e.g., the SGX-based controlled-channel attack [1], CVM profiling [37]) or by
porting the open-sourced version to our environment, e.g., single-stepping frameworks for AMD
SEV [133,162].

L1, L2, and L3 represent the VMEXxit frequencies of benign execution, while L4, L5, and
L6 represent hostile scenarios in which side-channel attacks are employed. We obtained the
geometric means (GeoMean), the geometric standard deviation (GSD), and the maximum value
of VMEXxit frequency sampled in these scenarios.

Motivation: Large gaps in averages. The results indicate that the side-channel attacks
indeed accompany abnormally high VMExit frequency (fymexit), distinguishable from the
averages of the normal CVM executions. Even with the attack L4 that is known to suppress
the number of NPFs by only monitoring data page accesses, the frequency is about 50.68x
higher than the average seen in intensive NGINX execution: L2 (NGINX): 0.0016 vs. 0.0811.
In other words, even the low-exit NPF attack (L4) induces a VMEXxit for every 12.33 CVM
instruction execution (Tymexit = 1/fvMExit). This means that the VMExit frequencies of
benign workloads and adversary-bound side-channel attacks are generally distinguishable in
terms of average VMExit frequencies.

Motivation: Spikes in benign workloads. However, we also observe the high-frequency
spike appearances in benign workloads as shown in L2, L3’s Maximum fymext intervals. The
highest VMEXxit frequency interval observed in NGINX (L2) and Redis (L3) was measured to
be 0.13. The number surpasses the average VMEXxit frequency of the low-exit NPF attack
(L4, 0.0811) and is close to conventional NPF profiling attacks (L5, 0.1658). Our manual
in-depth analysis identified that the sources of the spikes are consecutive NPFs from demand
paging during the process initialization and from I/O requests from virtio. We expect such
occurrences to be common in benign workloads that require large working sets or network
connections.
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Defense strategy. The above analysis provides implications that serve as motivations for
INCOGNITOS’s adaptive defense strategy. First, the VMExit frequency ranges of the benign
workloads and side-channel attacks show clear gaps, further confirming the high VMExit
frequency as indicative of ongoing attacks. Given the clear gaps in the average VMEXxit
frequencies, we argue that a fixed rerandomization rate throughout execution [148] is inefficient.
Second, our testing proves our concern that benign workloads with exceptionally high VMExit
rate spikes can render fixed threshold schemes used in SGX by previous work infeasible for
SEV-SNP [149, 150]. This calls for a robust mechanism that tolerates potential spikes in
frequencies. Lastly, the numbers from the analysis serve as a concrete requirement in designing
INCcOGNITOS’s scheduler’s VMEXxit sampling.

INCOGNITOS proposes a rate-adaptive defense strategy that overcomes the inefficiency of
a fixed-rate rerandomization and robustness problems of a fixed threshold. To implement the
strategy, INCOGNITOS adjusts the rerandomization rate proportionally to the detected VMEXxit
frequency, representing the adversary’s temporal resolution.
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4.6 Scheduling for Rate-Adaptive Policy

In this section, we explain the design of INCOGNITOS’s scheduler. INCOGNITOS implements
a static binary instrumentation tool (R1) to plant synchronous ticks in each basic block
program executables and achieve self-sovereign scheduling (R2). Each synchronous scheduler
tick must detect the occurrence of the VMExit and count executed instructions to calculate the
VMEXxit frequency (Subsection 4.6.1). We found that constructing a robust VMExit frequency
sampling system (R3) is a daunting challenge. We make careful design decisions to make
the system as robust as possible (Subsection 4.6.2). With the synchronous ticks implemented
(Subsection 4.6.3), INCOGNITOS finally constructs a high-level policy atop (Subsection 4.6.4).

4.6.1 Data acquisition at ticks

Each synchronous tick invocation checks and reports to the scheduler 1) the VMExit
occurrence since the last tick and 2) the number of executed instructions since the previous
tick. These two key data for VMExit frequency measurement are collected through the following
devices:

VMSA mapping for VMExit detection. INCOGNITOS leverages the unforgeable VMExit
occurrence information recorded in the VMSA (Subsection 4.4.1) to establish a primitive for
in-CVM sampling of VMExits. While the initial VMSA of the boot vCPU (initialized by the
hypervisor) is not accessible by the CVM, we found that the secondary vCPU, i.e., application
processors (APs), can access their VMSA since the VMSA is initialized by the CVM itself [140].
Thus, during CVM boot, INCOGNITOS ensures that the VMSA page is securely mapped into the
guest address space. RMP checks ensure the integrity of the VMSA by preventing tampering:
the host cannot forge hPA to Guest Physical Address (¢gPA) mappings or perform unauthorized
write accesses to CVM’s private memory.

Instructions executed as passage of time. FEach tick delivers the instructions count of
its parent basic block to the scheduler, thereby allowing the scheduler to accumulate the total
number of instructions executed in between ticks. The instruction count of each basic block is
precalculated during static instrumentation and stored in the executable (explained in detail
in Subsection 4.6.3). INCOGNITOS utilizes the executed instructions count to measure the
passage of time for security and robustness reasons (R2, R3). While SEV-SNP provides
SecureTSC [140] that allows secure acquisition of the current time, the usage of absolute time
to measure the VMExit rate would be insecure. For instance, the hypervisor can intentionally
delay the scheduling of a CVM to provide a misleading VMEXxit count per second.

4.6.2 Tick placement strategy

INCOGNITOS’s tick placement adopts two key rules to maximize the robustness of VMexit
frequency sampling (R3): the Nyquist sampling frequency and per basic block ticks for
maximum loop coverage.

Nyquist Sampling frequency. We define the required sampling rate according to the
Nyquist Theorem [170], based on the observation that our VMExit frequency measurement
is essentially a signal sampling problem where the value of vmsa.exit_code over time forms
a square wave signal. Following the Nyquist sampling theorem, the required sampling rate for
accurately measuring a signal whose frequency is fsamplea must be at least 2 X fsampled, and

therefore:

Req Target
Tick = JvMExit X 2-
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fgﬁ%‘;tit must be a value between the frequency levels of benign workloads and attacks, such

that INCOGNITOS can apply an adaptive rerandomization rate with minimized false-positive
cases reliably.
From our empirical analysis (Table 4.1), we know the average fymy of the highest benign

workload and lowest attack fy iyt to be 0.00164 (L2) and 0.081103 (L4). Hence, INCOGNITOS

sets its target frequency to be two times the frequency of benign execution, fgﬁ%‘zt =2 X

0.00164 = 0.00328. Thus, the required, or Nyquist, f%i?{, must be at least twice that amount,
0.00656, or once every 152 instruction execution.

Loop coverage. Apart from achieving the Nyquist frequency, we found incomplete loop
coverage with ticks to be the most prominent threat to robustness during implementation.
Given that accurately identifying loops in binary is a known hard problem [171], we resort to
a per-basic-block tick placement scheme as mentioned, which also contributes to achieving the
required sampling frequency.

4.6.3 Tick and trampoline implementation

INCcOGNITOS’s binary instrumentation tool is based on the e9patch binary rewriting
framework [171]. The tool instruments an unmodified dynamically-linked Unikraft binary to
insert synchronous ticks and trampolines for INCOGNITOS scheduler invocation.

Synchronous ticks. INCOGNITOS synchronous ticks are placed in each basic block of the
user program to invoke its matching trampolines, and eventually, the scheduler function. An
INCOGNITOS synchronous tick is a 5-byte relative jump instruction (jmp rel32) to a unique
trampoline that is paired with the tick. The instrumentation tool iterates over each basic block,
selecting one instruction within a basic block to be replaced with an INCOGNITOS tick. Due to
the non-intrusive nature of jumps and the generally longer byte sequences of x86 instructions,
finding a 5-byte sequence in a basic block is not challenging. However, basic blocks can exist
without such suitable instructions. In such cases, the tool opts for the fallback strategy that
revolves around instructions punning [171,172]. This design choice of employing jump-based
ticks takes full advantage of the unikernel design. Due to the lack of the user-kernel barrier in
INCOGNITOS, the trampoline of the jumps is only a few cycles away.

Trampolines. For each tick inserted, the tool also generates a unique trampoline (e.g.,
trampoline_UUID for tick_UUID.) Each generated trampoline performs three operations: 1)
executes the overwritten instructions that had been relocated to the trampoline body during
instrumentation, 2) loads the hardcoded instruction count of the source basic block into the
argument register then finally 3) calls INCOGNITOS’s scheduler function (incog_sched()).

Scheduler function. On receiving the control, the scheduler first inspects the
vmsa.exit_code field of the VMSA to sample the occurrence of a VMEXxit since the last tick.
incog_sched () always sets the field to a special value that it can recognize (i.e., 0xFFF); the
change of the value since the last tick indicates a VMExit occurrence. The instruction counts
forwarded by the trampoline and the detection of VMExits are consumed by the scheduler’s
rate-adaptive policy (Subsection 4.6.4).

Kernel tick placement. Unlike user program executables, placing ticks in kernel code is
performed through compiler instrumentation and manual effort. The unikernel’s small code
base allows us to identify and avoid problematic cases manually. For instance, ticks should not
be inserted into the trampolines and scheduler functions, and a handful of kernel functions that
require atomicity must be excluded.
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Description

w Number of samples in single sliding window
Harm Frequency threshold to trigger alarmed rerandomization state
Rormal Frequency of rerandomization during unalarmed state
F ataren Function that determines re.randomiz.ation frequency fAlm . with
current measured fymexit as input during alarmed state
G Grace period constant where termination happens after G consecutive

sliding windows measurements above fiaarm.

Table 4.2: Configurable parameters to policy

4.6.4 Rate-adaptive rerandomization policy

Based on the tick delivery and VMExit measurement explained thus far, INCOGNITOS
constructs a higher-level policy (R3) that schedules when the paging subsystem must perform
rerandomization.

Achieved sampling capability. Using the described synchronous tick instrumentation
and kernel tick placement strategies, we found that the evaluation targets provide a reliable
measurement of fynexit. In particular, we use the previously described measurement framework
to obtain the distance between ticks and calculate the tick rate for the evaluation targets
(nbench, NGINX, and Redis). The average (geometric mean) tick rate for the nbench suite,
NGINX, and Redis was measured to be 0.023, 0.028, and 0.037, respectively. Based on the
previously defined requirement, at its worst tick rate (the nbench suite), the INCOGNITOS is

capable of achieving 3.51 times f%i?{.

Sliding window measurement scheme. We use a sliding window [173,174] to reliably
calculate the current trend in VMExit frequency (i.e., fyymyi), Pased on samples of detected
VMExits and instruction counts. Given a monotonically increasing tick number ¢, we define a
sliding window as a collection of W latest samples of (VMExit;, #InstExec;) delivered by the
scheduler. INCOGNITOS computes f{y g at the current tick ¢ as follows:

t
> VMExit;

t i=t-w .
., = ——— where VMEXxit; € {0,1
fVMEXlt 72 #InstExec; { }
This enables efficient computation of VMEXit frequency using two size-W ring buffers that
track VMExit and InstExec samples. Running sums are maintained by adding new values and

subtracting expired ones, avoiding iteration over tick samples.

Policy formulation. A high-level rerandomization frequency regulation policy can now be
constructed based on the robust VMEXxit frequency measurements from the current sliding
window. Table 4.2 explains the configurable parameters of the policy. Below is the policy at a
glance:

N al rort Als
t ReRand if fomesis < SuniBxit
f ReRand ~— . '
Fatarm (fYypxit) Otherwise

2
where Falarm (Mrvexic) = fommse X @

INCOGNITOS maintains a relaxed rerandomization rate of fggfr{?fé when the measured
VMExit frequency is below the threshold frequency f{}ﬁrmeit. However, when the threshold
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exceeds the threshold, the policy enters an alarmed rerandomization state. The rerandomization

frequency during the alarmed state ( P%é%{gld) is regulated through the function Fajam-

Currently, we use a simple quadratic function for Faj,., that allows the ff%égrr‘l 4 upward curve
to maximize when attack frequencies are measured. Also, INCOGNITOS allows an optional
termination policy to abruptly terminate the CVM after a grace period (G). If VMExit
frequencies higher than the threshold f\j}ﬁrmeit are observed for G consecutive windows, CVM

termination proceeds. A value of 0 for G signifies that the termination policy is disabled.

Rationale for default parameters. As to the concrete parameters we use for evaluation, we
set the f{}ﬁﬁmxit to be 0.003 as mentioned (Nyquist frequency of 2x benign workload frequency).
This threshold renders the low-exit NPF attack (L4) infeasible due to constant randomization,
and only occasional benign high-VMExit execution suffers as a side effect. Also, we used the
values 1/10K, 1/100K, 1/500K, 1/1M, 1/2M for fYomal The rationale behind the general
range is that INCOGNITOS’s rate can be substantially lower than the previous work’s fixed
rerandomization rates (e.g., every 1K memory accesses [148]). Hence, we assume one memory
access per 10 instructions (1/10K) and relax the number in multiple steps. Additionally, we
used W = 100 and G = 1000, which we empirically found optimal for promptly detecting
VMEXxit rate changes during workloads and attacks.
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Figure 4.3: INCOGNITOS’s system memory layout and page management

4.7 0OS-level Page Access Obfuscation

INCOGNITOS achieves OS-level page access obfuscation that operates independently from
the gVA space. INCOGNITOS’s paging subsystem maintains all CVM memory pages, including
kernel and userspace pages (R4) as well as the Guest Page Tables (GPTs), in an ORAM-backed
page pool and only allows memory accesses through a narrow and constantly rerandomized
gPA active regions. It carries out page-ins and page-outs in a page-access oblivious manner.
Also, it responds to the scheduler’s rerandomization commands with eviction-based memory
rerandomization to reshape the gPA space.

4.7.1 System memory layout

The paging subsystem manages the following components to maintain the INCOGNITOS
system memory layout as shown in Figure 4.3.

ORAM-managed page pool. The page pool implements the Path ORAM scheme [175],
where each node is a page. The path ORAM algorithm maintains a binary ORAM tree with
height I containing N = 2! — 1 buckets, each containing Z blocks. It also maintains an ORAM
stash of S in size to house fetched ORAM blocks temporarily. An ORAM node may be a dummy
page containing no actual data or a real page that stores the content of a memory page.

The Path ORAM algorithm performs data transfers between the ORAM tree and the ORAM
stash at the granularity of paths on the ORAM tree [175]. It keeps a Position Map (PosMap)
structure that maps each ORAM block to a randomized path indexed by the leaf nodes (leaf
ID). In INCOGNITOS, both the ORAM tree and stash are implemented as an array of pages in
contiguous physical pages reserved during CVM boot. The ORAM PosMap is integrated with
the OS page table, as described in Subsection 4.7.2.

Active gPA regions. INCOGNITOS manages gVA address space and also the OS page table
into the constrained and constantly randomized active gPA regions (ARcode and AR patq in
Figure 4.3). INCOGNITOS manages separated regions for CVM code, data (including stack and
heap), and page tables (AR code; ARdata, and ARpg). This design decision is based on the fact
that SEV SNP’s hypervisor-side NPF handler notifies the untrusted hypervisor of the type of
PF: code fetch, data fetch, and guest page table faults. Hence, mixing the three types of pages
in a smaller active gPA region does not increase security.

Active region size. Each active region can shelter a configurable number of slots (S5) of 4KB
pages. A slot may be occupied, containing a page with an active mapping, or empty. Unlike
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previous work that prefers an active region (or scratchpad) that spans a single rerandomization
unit or a small number of units [146, 148], INCOGNITOS chooses to acquire entropy through
larger active regions (8,192 slots of 4KB per region), due to the known ciphertext weakness [39]
of SEV-SNP. We further discuss the issue in Subsection 4.9.1.

Isolated pages for inevitable disclosures. INCOGNITOS isolates certain kernel
components whose locations are inherently exposed to the hypervisor into non-randomized
address spaces to prevent information leakage. For instance, the SEV-SNP architecture permits
the hypervisor to inject faults/interrupts, allowing it to monitor Interrupt Service Routines
(ISRs) and their subsequent execution. When left on their original pages, these components
may expose other code and data residing on the same page. Such pages include pages containing
explicit calls to the hypervisor (vmgexit), memory mappings for I/O, and ISR pages (including
the OS PF handler). We further discuss the security of the PF handler in Subsection 4.9.1.

4.7.2 Page management and randomization

INcOGNITOS maintains an ORAM-integrated page table that controls the mappings from
gVA (guest virtual address) to gPA (guest physical address) to regulate the CVM’s memory
access within the constantly randomized active regions. As a result, the gVA remains unchanged
after its initial setup. Memory rerandomization and page management are performed using the
page-in and page-out procedures, which obliviously transfer pages between the ORAM-managed
page pool and the active regions.

Integration of ORAM into OS page tables. INCOGNITOS’s approach for coherently
integrating ORAM into OS page tables is to essentially transform the PTEs themselves to
function as the PosMap of the Path ORAM algorithms. This eliminates the need to maintain
a separate PosMap data structure. PTEs in an INCOGNITOS-managed page table may reside
in one of three states: (1) active, where the encoded Page Frame Number (PFN) points to
a region within the active regions or (2) paged-out, the backing page has been evicted to the
ORAM page store, or (3) unallocated, which indicates that a new physical page frame must
be allocated to support OS demand paging. Specifically, for paged-out pages, INCOGNITOS
reuses PTEs of evicted pages to store their leaf IDs.

Page fault handling. INCOGNITOS’s PF handler is invoked when the MMU encounters any
PTE with its present bit cleared (paged-out and unallocated). It first performs a software
page table walk to identify the non-present PTE. For unallocated PTEs, the handler selects a
random slot within the active region corresponding to the type of fault for its allocation (AR pata
for read and write, and AR coqe for execute, and ARy for page table faults). If the chosen slot
is occupied, the existing page is evicted through the page-out process. Page-ins occur upon PFs
on paged-out PTEs, and the corresponding page is fetched from the ORAM-managed page
pool into the active region.

Page-In. The page-in process begins with a Path ORAM path fetch that retrieves pages based
on the ORAM leaf ID in the PTE and moves them to the ORAM stash [175]. A slot within the
active region according to the type of fault is then randomly chosen as the gPA for the paged-in
page, similar to the handling of unallocated PTEs. The page corresponding to PTE is then
copied from the stash into the chosen slot. This page is identified using the faulting gVA (e.g.,
0xff..cc000) and the page level where the PTE resides (e.g., PD or PT), which is stored as
the page’s ORAM metadata. Since the ORAM stash resides in untrusted memory, to obscure
which page is being fetched from the stash, INCOGNITOS utilizes an oblivious memory access
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wrapper adapted from previous work [146]. The wrapper ensures that all physical pages in the
stash are touched, regardless of the target page.

Page-Out. Page-outs occur on two occasions: (1) to serve the rerandomization scheme
described next and (2) when the random slot for page allocation is occupied. On a page-
out, the target page is first written to the ORAM stash, where it will eventually return to
the ORAM tree through ORAM shuffling. ORAM algorithms utilize both real and dummy
nodes. Since the stash is stored in untrusted memory, the location of dummy slots must be
protected to maintain ORAM’s security guarantees [148]. To address this, INCOGNITOS’s stash
implementation adopts a modified WriteStash operation from previous work [148]. It keeps
track of the last stash slot written to, incrementing this index with each write to the stash.
When new pages (dummy or real pages) are to be added to the stash, an unused stash slot
is selected starting from this index, resulting in an always-increasing write access pattern. If
no slots are available, the stash is reshuffled by compacting real blocks to the beginning using
the oblivious memory wrapper, after which the empty slot index is reset. Finally, the page’s
corresponding PTE is then encoded to be paged-out.

Rerandomization through full eviction. INCOGNITOS’s paging subsystem performs
eviction-based rerandomization upon receiving a request from the scheduler. When
rerandomization is to be performed, the paging subsystem evicts all currently occupied slots
within the active regions back to the ORAM-managed page pool. Thus, memory accesses that
follow the rerandomization would automatically construct randomized memory layouts through
the oblivious and random page-in process.

Inclusion of page tables in rerandomization. To maintain the obfuscation of the entire
system (R4), INCOGNITOS incorporates the GPT into the rerandomization scheme. Although
this design choice adds non-trivial complexities, we must address the Nested Page Fault on GPT
(NPF-on-GPT) information leak we have identified. Specifically, while an untrusted hypervisor
has no direct source to leak gVA accesses, exposed GPFNs of the GPTs themselves can serve as
an alternative identifier for the 4KB pages they map. For instance, if there is a NPF-on-GPT
on one of two PTEs located at PFN 0xaa000 and 0xab000, it means that a memory access to
a specific set of 512 4KB pages is imminent. As a result, the adversary can leak the gVA access
pattern of the CVM execution with up to 2MB (4KBx512) granularity by exploiting PTEs
location leaks.

Since access to higher-level GPTs (PML4, PDPT) would only leak extremely coarse-grained
information, we focus on the last two levels (PD and PT). INCOGNITOS places each layer of the
GPT in a dedicated active region (e.g., ARZ,{,ARZQ ), such that their rerandomization may be
performed independently. To respect the dependencies between pages and their corresponding
PTE, INCOGNITOS’s page evictions are performed in the reversed order of the GPT hierarchy.
That is, page evictions are performed in the order of ARcoge, AR Data first, then .ARZ; and

finally ART.
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Figure 4.4: VMEXxit frequencies measured by INCOGNITOS vs. ground truth (in-KVM), and
the resulting adaptive randomization rates for Redis under various workloads and attacks.

4.8 Evaluation

In this section, we evaluate INCOGNITOS in terms of its security and performance feasibility
through six experiments: 1. robustness of VMEXxit frequency measurement (Subsection 4.8.1),
2. access pattern profiling resilience in NGINX (Subsection 4.8.2), 3. LibJPEG image extraction
attack mitigation (Subsection 4.8.3), 4. nbench microbenchmark (Subsection 4.8.4), and real-
world application performance benchmarks (Subsection 4.8.5) with 5. NGINX and 6. Redis.
We provide a qualitative security discussion in Subsection 4.9.1.

Implementation. INCOGNITOS is implemented as a fork of the Unikraft unikernel version
v0.15.0 [176]. The kernel was modified to support whole-VM memory encryption and
mapping integrity protection during boot, along with Guest-Host Control Block (GHCB)-based
communication with the hypervisor [140]. Additionally, the networking stack was updated for
compatibility with the SEV-aware virtio driver. 3,401 lines of code were added or modified
for SEV-SNP compatibility, not including INCOGNITOS’s design elements. We implemented
INCOGNITOS’s kernel component in 9,427 lines of code and its binary rewrite in 682 lines as a
plugin to the e9patch binary instrumentation framework [171].

Experiment environment. The evaluation is performed on a server equipped with AMD
EPYC 7513 CPUQ@2.0GHz (AMD SEV-SNP capable) and 256GB of RAM, running Ubuntu
22.04 with kernel version 6.9.0-rc. Also, the experiments used SEV-supported QEMU (commit
hash bf83c1b9) and OVMF (commit hash 80318fcd) versions provided by AMD. We have also
taken measures to reduce variances during the benchmarks. For all experiments, the QEMU
process and the benchmarking program (e.g., ab) are pinned to dedicated cores (e.g., taskset
-c 4) that are reserved at boot (using isolcpus kernel parameter).

Parameter settings. All parameters to INCOGNITOS’s policy are applied as described in
Section 4.6.4. However, note that we disabled the grace period mechanism by setting G =
0 to fully illustrate the effects of rerandomizations for the experiments in Subsection 4.8.1,
Subsection 4.8.2, and Subsection 4.8.3. The following table summarizes the parameters that
were used, which also includes the ORAM configurations:

INCOGNITOS Parameters ORAM Params.
AR Size W fi\iEme  [Rokew G N S Z
8,192 11 32,768
(32MB) 100 0.003 5% s 1000 (128MB) 512 4
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4.8.1 Robustness evaluation

We evaluated the robustness of INCOGNITOS adaptive rerandomization scheme with
INcoGNITOS-hosted Redis, as shown in Figure 4.4. The graph allows us to evaluate how
close INCOGNITOS’s VMEXxit frequency measurements (f¥@sured) and rerandomization rate

(fReRand) aPproximate the ground truth VMEXxit frequency measurements ( éﬁ%ﬁt)

Measurement method. The data points of the in-hypervisor framework mentioned in
Section 4.5.4 (ground truth) and INCOGNITOS are synchronized at each of INCOGNITOS’s
ticks. At each invocation, the scheduler reports its VMEXxit frequency and rerandomization rate
to the framework via a custom hypercall excluded from the VMEXxit counts.

Experiment setup. We applied 1) normal I/O workload, 2) low NPF controlled-channel
attack, 3) conventional NPF controlled-channel attacks, and 4) single-stepping (L3, L4, L5,
and L6 from Table 4.1) to the CVM in a sequence, whose intervals are labeled with Normal
I/0, Low-exit NPF Attack, NPF Profiling, and Single-Stepping in the graph, respectively. The
initiation of the attacks was synchronized with Redis’s accept system call that signifies the
beginning of Redis request handling. The low NPF controlled-channel attack targets specific
pages that give away information and, therefore, are program-specific. Thus, we first profiled
the working set (i.e., frequently accessed pages), then randomly chose 10% of the pages to be
monitored to emulate the effect of the attack.

Result discussion. Overall, the result in the graph confirms the robustness of INCOGNITOS’s

VMEXxit frequency measurement. We found the following observations to be noteworthy:
First, the results show that INCOGNITOS suppresses the rerandomization frequency during

benign workloads while promptly reacting to the attacks to fight them with a very high

rerandomization frequency. When the ongoing attack is absent, fggﬁ‘;fé is mostly maintained

with minor spikes. However, INCOGNITOS showed drastically higher frequency ( flé}é%{;‘ld)
applied to low exit NPF, conventional NPF, and single-stepping. More specifically, the average
randomization frequencies were adjusted to be about 0.003, 0.2007, and 0.245 on average,
respectively (i.e., once rerandomization every 333, 4, and 5 instructions). 93.8% of ticks
triggered alarmed frequencies of rerandomization, even with the low-exit NPF attack. This
number increases to 100% for NPF profiling and single-stepping attacks.

Second, INCOGNITOS reliably handled the VMExit frequency spikes during the benign
workloads. If an instantaneous decision was to be made with a fixed threshold, these could
have been mistaken for an attack. We manually confirmed that these spikes occurred during
I/O activities. We marked the locations of spikes with identified sources on the timeline by
labeling invoked system calls, such as read and write, on the timeline. INCOGNITOS handled
the spikes with momentarily alarmed rerandomization frequency enforcement, yet the execution
continued.

4.8.2 Access pattern profiling resilience

The NGINX memory address profiling attack experiment demonstrates INCOGNITOS’s
resilience to code data access profiling attacks (Section 4.10.1). Figure 4.5 presents the profiling
results of two versions of INCOGNITOS-hosted NGINX web servers: one without randomization,
whose observable traces are shown with the label Without Rerand, and one with INCOGNITOS’s
rerandomization policy ( With Rerand.

Experiment setup. We adapted the technique from a previous work that performed a
profiling attack on a OpenSSH server [37] to a INCOGNITOS-hosted NGINX. The attack traces
the CVM’s page access patterns through the NPF controlled channel and computes the CVM’s
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Figure 4.5: NPF controlled-channel profiling results of INCOGNITOS-hosted NGINX code and
data page access frequency during single HTTPS request. H(X) values show Shannon entropy
values.

access frequency for each unique gPA page based on the trace. Both web servers are configured
to use the active regions with identical sizes (8,192 slots) for a more accurate comparison.

Result discussion. The results show that performing NPF-based profiling is highly infeasible
against INCOGNITOS’s adaptive rerandomization. During the entire attack duration, an
average f{%éﬁ;lld of 0.2 was observed, triggering a rerandomization at almost every tick. Each
rerandomization would render the attack meaningless since each physical page will take a
random position (out of 8,192 slots) after the rerandomization.

In the case of Without Rerand, the page access patterns reveal distinct profiles during
request handling (max = 289,995/237,372, mean = 82.94/67.48, std. = 3471.95/3684.0 for
AR code/ AR data)- This quintessential access frequency pattern allows the adversary to narrow
down or pinpoint the sensitive pages. On the other hand, the With Rerand histogram illustrates
the effect of elevated rerandomization rate, which shows the collected profile approximating a
uniform distribution, where only slight variations are observed (mean = 24.14/7.78, std. =
5.61/3.24 for AR code/ AR data)-

To further validate the results, we computed the Shannon entropy for each histogram that
quantifies the unpredictability of page accesses to each active region slot. High entropies of
H(X) = 12.965 for code and 12.889 for data were observed for the constantly rerandomized
NGINX, which translates to roughly 2'3 = 8,192 all possible page locations, meaning that the
page access patterns are indistinguishable.

4.8.3 Thwarting JPEG image extraction attack

The LibJPEG image extraction attack [1] visually demonstrates INCOGNITOS’s
effectiveness. The results in Figure 4.6 illustrate the impact of INCOGNITOS’s rate-adaptive
randomization policies on the extracted image (With Adaptive rerand.) compared to the
unprotected version (Unprotected).

Experiment setup. We reenacted the attack that originally targeted LibJPEG secured in an
SGX enclave in a previous work [1] for the experiment. In the porting process, we adapted the
attack to utilize the CVM NPF controlled channel as its attack primitive. The attack extracts
the image processed in the CVM through a statistical reconstruction through the controlled
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channel. As an identical experiment was in Klotski [148], we followed its setting that allows a
best-case scenario for the attacker: the attacker knows the address range of the side-channel
vulnerable function (Inverse DCT function) and only needs to count the number of page faults
during the critical section to reconstruct the processed image.

Original Unprotected With Adaptive rerand.

Figure 4.6: Image extraction results on LibJPEG using NPF controlled-channel attack [1]
against unprotected Unikraft CVM vs. INCOGNITOS.

Result discussion. Without INCOGNITOS’s protection, the attack can reconstruct the
patterns of the compressed image with minimal noise (the Unprotected image). On the other
hand, the constant page rerandomizations (about eight times per extracted pixel) render most
of the extracted features unrecognizable ( With Adaptive rerand. image). Also, the distribution
of extracted pixel values (shown as a histogram under the image) becomes smooth because of
this.

4.8.4 nbench microbenchmark

We illustrate the performance characteristics of INCOGNITOS using the nbench [103]
benchmark. The results are shown in Table 4.3.

Experiment setup. We deployed different configurations of INCOGNITOS-hosted nbench.
The ReRand. Disabled column shows the benchmark results with the synchronous tick
instrumentation but without rerandomization, thereby illustrating the isolated overhead from
the ticks. We also illustrate the performance overhead of INCOGNITOS’s rerandomization in
varied static frequency of fRtatic . =1/{10K, 100K, 500K, 1M, 2M}. While INCOGNITOS uses
rate-adaptive rerandomization in practice, the static frequencies allow us to understand the
security and performance tradeoffs when configuring the policy parameters (e.g., fggﬁ‘;ﬁé). For
each configuration, we ran the benchmark for fixed 1,000 iterations and took the average for

the statistics of each run.

Result discussion: isolated tick overhead. The results show an average performance
degradation of 3.87x for the nbench suite. Since INCOGNITOS performs per basic block
synchronous tick placement, the total number of tick triggered varies across different programs.
The number of synchronous ticks executed (#7Tick) in each program in the suit illustrates how
the overheads generally scale with the number of ticks. The most significant slowdown occurs
in LU Decomposition (7.44x, 354M tick executions), while the least slowdown is in Assign
(L.75%, 179M).
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Figure 4.7: Throughput of INCOGNITOS-hosted NGINX web server with varied requested file
sizes and rerandomization frequency, normalized to the throughput of baseline NGINX Unikraft.
x marks number of rerandomizations performed.

Result discussion: performance impact of rerandomization frequency.
Understandably, the rerandomization was a major source of overhead; the geometric
mean of overhead in the benchmarks was lowest (8.97x) when the rerandomization frequency
was at 1/2M and highest when at 1/10K (449.87x). Different benchmarks responded
differently to the varied rerandomization rate due to two likely sources. The first is the
size of the working set pages for each benchmark, which affects the number of page faults
between each rerandomization. The second is the instruction accumulation rate (proportional
to the basic block sizes and number of executed instructions), which impacts the number of
rerandomizations.

4.8.5 Real-world application performance

We evaluate the performance of INCOGNITOS with two unmodified real-world applications
built for Unikraft [168], the NGINX web server, and Redis in-memory key-value store. The
results are presented in Figure 4.7 and Figure 4.8.

Experiment setup. For both NGINX and Redis, we applied intensive workloads using each
program’s benchmark tools. However, no side-channel attack was applied during the benchmark.
Also, we enabled INCOGNITOS’s adaptive rerandomization with varied fggf{gﬁ. This means
that the short-lived rerandomization rate spikes are expected during execution. All throughput
measurements are normalized to those of vanilla Unikraft running inside a CVM.

NGINX webserver. We measured the throughput (i.e., HTTPS requests processed per
second) of the INCOGNITOS-hosted NGINX with the Apache Benchmark tool (ab) [111]. The
keepalive option (-k) was not applied, which makes each request perform a full connection
establishment to evaluate the worst-case scenario. We use ab to perform 1000 concurrent
requests (-c 8) on the webserver to retrieve files with varied file sizes: 1KB, 2KB, 4KB, and 8
KB.

Redis in-memory data store. Similarly, we use redis-benchmark [177] to benchmark the
performance of INCOGNITOS-enabled Redis server. We launched the Redis server with a storage
size of 64MB. We filled the server memory usage to its maximum using LPUSH for data storage,
followed by a GET workload. Each workload consisted of 10,000 requests, with payload sizes of
4KB and 8KB. The benchmarking was set to use 50 parallel connections (-c¢ 50) with TCP
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Figure 4.8: Throughput of INCOGNITOS-hosted Redis in back-to-back LPUSH and GET workloads
with 4K and 8K payloads, normalized to throughput of baseline Redis on Unikraft. x marks
number of rerandomizations performed.

keepalive enabled (-k) and randomized access keys (-r 10000). We obtained the throughput
(commands served per second) and compared it against the throughput of an unmodified Redis
workload deployed to Unikraft.

Result discussion:. flﬁlgﬁgﬁ and performance trade-off We found that the configurable

rerandomization frequency during benign execution fggf{‘;jé also closely correlated to the
performance overheads of real-world applications, similar to the microbenchmark’s performance
characteristics. Redis and NGINX both saw significant overheads with the smallest fgeof{;fé of
1/10K, 42.67x and 44.84x on average for NGINX and Redis. However, with a relaxed fggﬁgl:é
of 1/2M, the performance overheads dropped to 2.45x and 2.46x. As shown throughout the

security evaluation, this relaxed fggf{;fé would maintain resilience under attacks thanks to

INcoGNITOS’s adaptive rerandomization policy. More aggressive values for fggf{glfé may be

chosen in anticipation of attacks with very low exit rates.

Result discussion: performance loss from spikes. The momentary benign spikes in
VMExit frequencies were sparse throughout the performance evaluation and contributed
minimally to the total overheads. In particular, for NGINX and Redis, the mazimum number
of ticks being in an alarmed state observed was 1798 (0.006% of all ticks) during serving 8K
files and 1,347,282 (5.11%) during LPUSH with 8K payloads. Note, we used the same féﬁﬁmxit
threshold across the evaluations (0.003), and lower thresholds may be fine-tuned for a specific
application to reduce the impacts of spikes further. Based on this result, we conclude that
INCcoGNITOS’s rerandomization policy effectively suppresses obfuscation overheads.
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4.9 Discussion

This section provides additional discussion of INCOGNITOS’s security and also outlines
worthwhile future work.

4.9.1 Security discussion

We further analyze INCOGNITOS’s security in the following aspects.

Security of IncognitOS operations. Aside from the obfuscated user program and kernel,
INCcOGNITOS’s operations that achieve the obfuscation must leak no useful information to the
adversary. Specifically, here we assess the security of the PF handler and ORAM page pool.

IncoaNITOS’s ORAM page pool includes careful design considerations such that it remains
secure even under a powerful adversary’s ongoing monitoring. As we explained, the ORAM’s
sensitive components, the stash and the position map, are implemented to leak no information.
INCOGNITOS’s secure stash implementation (Section 4.7.2) protects the ORAM stash that the
adversary can potentially identify and monitor. Also, INCOGNITOS’s integration of ORAM
position map into the GPT ensures position map pages are continuously randomized through
GPT rerandomization, rendering side-channel attacks extremely difficult.

In addition, the PF handler itself does not yield any useful information. An adversary
monitoring the PF handler’s access patterns can only observe three types of information: (1)
obfuscated ORAM accesses during page-ins, (2) the GPT levels where page-ins occur during
the software GPT walk, and (3) the type of page being paged-in inferred from the destination
active region. While (2) could reveal proximity between gVA accesses (e.g., consecutive faults
at 0xaa000 and 0xab000 could generate distinguishable page-in patterns), INCOGNITOS’s GPT
rerandomization scheme prevents its exploitation. Regarding (3), it is already accessible to the
hypervisor through the NPF-controlled channel, as established in Subsection 4.7.1, and thus
does not compromise the INCOGNITOS’s security model.

Potential even lower VMExit-rate attacks. Another possible concern is the existence of
attacks with even lower VMExit rates that may evade INCOGNITOS’s threshold.

Stealthy attacks are primarily discussed in the context of secret extraction, assuming that the
program memory layout is known or profiled [160,178]. INCOGNITOS and works on continuous
rerandomization [145,148,179] can thwart the adversary’s attempt on memory layout profiling
that must precede the extraction phase. The difficulty of such profiling, not to mention
constructing a precise stealthy attack, can be approximated through recent works on practical
CVM attack studies [36,37]. Heckler [37] reported that the authors had to collect more than
100,000 traces of page accesses with non-deterministic success rates for profiling the target
memory pages. Furthermore, even when pessimistically assuming that the adversary somehow
achieved profiling within a single rerandomization window, INCOGNITOS is evaluated to be
effective in thwarting the reasonably modeled low-NPF extraction attack (Subsection 4.8.3),

Generalization of such stealthy attacks or predicting future occurrences is difficult. This
is because they are inherently specific to the target information in a specific program. The
stealthiness of the attack, defined by the number of access traces required for data inference
and the noise generated from the relevant computation, cannot be defined deterministically;
the worst case may be a single page’s activation that leaks the secret. However, we believe that
the current VMExit threshold can counter a large class of stealthy attacks based on previous
work [160,178]. Many of the previous stealthy attacks targeted SGX, and the equivalent VMExit
rate of similar attacks (if possible) on SEV-SNP is not known. However, these so-called stealthy
attacks still require fairly high enclave exit periods (e.g., every 184-482 cycle [160]). To address
future stealthy attacks, INCOGNITOS’s configurable policy can be adjusted to strike a balance
between security and performance across various scenarios.
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Active region size and SEV ciphertext security. Besides the tested attacks,
INCOGNITOS’s rerandomization scheme renders exploitation of SEV’s deterministic ciphertext
issue [39] rather difficult. As explained in Section 4.7.1, INCOGNITOS consciously maintains
large (32MB = 8,192 slots) active regions to obtain entropy. Even though INCOGNITOS
always chooses a random slot for new pages during page-ins or rerandomization, the entropy is
limited. However, monitoring constantly rerandomized 8,192 pages for appearances of identical
ciphertexts would be a daunting task.

We also considered alternative designs, but concluded that our current scheme is sufficient
and most practical. For instance, compiler and binary instrumentation for applying zor
encryption to each sensitive memory load and store has been proposed [146, 180], but show
significant overheads and are unlikely to be viable for full-system protection. Another
deterministically secure way would be never to reuse a physical page for all pages during
rerandomization, but it would be too resource-intensive for the host system.

4.9.2 Future work

We regard the following extensions to be worthwhile future work that can further improve
IncoaNITOS.

Multi-core support. The current prototype only supports single-core computation, which is
sufficient to support existing unikernel workloads. Supporting a full Symmetric Multiprocessing
(SMP) kernel remains a challenge, as Unikraft’s SMP implementation is still under active
development [181]. A consideration for INCOGNITOS that must accompany the incorporation of
multi-core support is the multi-core INCOGNITOS’s VMEXxit sampling issue. Since the VMSA
is maintained per core, INCOGNITOS’s scheduler must aggregate VMExit occurrences from all
cores to accurately gauge the CVM’s VMEXxit rate.

Improving unikernel’s internal security. The single address space design and missing
software attack mitigations are often discussed as the potential security weakness of
unikernels [182]. While the issue is orthogonal to our threat model, we expect that INCOGNITOS
will also benefit from future security improvements to Unikraft. In fact, Unikraft’s community
is actively improving its security with defenses such as page table isolation, shadow stack, and
CFI [183]. Besides, researchers also investigated lightweight isolation mechanisms like Memory
Protection Keys (MPKs) in unikernels [182,184,185].
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4.10 Additional Related work

We now examine related work on side-channel attacks concerning SEV-SNP CVMs, along
with side-channel mitigation approaches that were not discussed in Subsection 4.4.3.

4.10.1 Side-channel attacks on SEV-SNP

The use of side-channel in previous attacks can be categorized into two main types: (1)
identifying sensitive pages or function executions as a preliminary step before initiating more
targeted attacks [36,37,39,133,141,142,143,162,186], and (2) extracting secrets from the CVM’s
memory accesses that depend on sensitive information [38,39,133,141]. While most of the SEV-
specific vulnerabilities are already addressed in the latest version of SEV-SNP, e.g., [39,142,143,
162, 186], their side-channel components remain difficult to mitigate.

Profiling using controlled channel

All existing attacks on SEV and its extensions require a profiling phase with the coarse-
grained NPF controlled channel (Section 4.4.2) to infer locations of sensitive code/data pages
within the guest’s gPA space. Profiling attacks often undermine KASLR through statistical
analysis [36,37,141, 143] or by matching page access patterns with known ones [167, 186].

CVM secret extraction. Secret extraction attacks require prior identification of sensitive
code and data, allowing the extraction of secret-dependent memory accesses. Previous work
discussed secret extraction through fine-grained side channels [38,39,133,141] whose temporal
resolution is maximized through the single-stepping technique (Section 4.4.2). SEV-Step [133]
presents an L2 cache Prime+Probe attack on the AES T-table for key extraction. Li and
Wilke et al. [141] enhance the now-patched CipherLeak [39] ciphertext attack to perform secret
key extraction without relying on the encrypted VMSA. CipherSteal [38] infers input data in
protected DNN computation using the ciphertext side channel.

4.10.2 Approaches for side-channel mitigation

Aside from the approaches we discussed in Subsection 4.4.3, there are other proposals for
side-channel mitigation, but with certain limitations. Raccoon [187] is the first to discuss
obfuscation for side-channel mitigation in the context of SGX by incorporating decoy execution
and ORAM, which incurs up to 1000x overheads on simple programs. Shinde et al. [147]
propose a deterministic multiplexing that forces sensitive code and data accesses onto a single
page but incurs up to 4000x overheads on program execution. SGX-Shield [188] introduces
load-time address space randomization for enclaves but would be defeated through online
access profiling. OBLIVIATE [189] introduces an obfuscated file system for SGX enclaves.
DR.SGX [179] proposes periodic runtime enclave memory rerandomization at the cache-line
level. ZeroTrace [190] implements a memory interface that uses ORAM to obfuscate memory
accesses. Aside from introducing significant overheads, DR.SGX and ZeroTrace only support
the obfuscation of data accesses. Finally, it is unclear how previous systems would be adapted
to support CVM full-system memory access obfuscation.
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4.11 Conclusion

This paper introduced INCOGNITOS, a unikernel design for full-system CVM obfuscation
that proposes a side-channel defense strategy adapted to the attacker’s attack attempts. We
explained the design of INCOGNITOS that retrofits the kernel scheduling and paging subsystems.
The scheduling subsystem enables robust VMExit rate measurement and adaptive policy
enforcement. The paging subsystem enforces memory rerandomization through hardware MM U
access and remains transparent to unmodified applications. We performed thorough evaluations
of INCOGNITOS security and performance, demonstrating its robustness, resilience against real-
world attacks, and efficiency through adaptive rerandomization rate adjustment.
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Chapter 5

Lessons learned and conclusion

It’s not the destination, it’s the journey.

Ralph Waldo Emerson

5.1 Lessons Learned

Retrofitting demands principled abstraction design. The systems described in this
dissertation illustrate that security retrofitting is not merely an engineering exercise. It requires
rethinking how protection should remain coherent across hardware and software components
through principled abstraction design. The principle of coherent protection (Chapter 1) provides
a useful guideline for constructing secure abstractions capable of bridging this gap.

In the domain of hardware-assisted in-process isolation, this principle is increasingly
supported by recent work. Endokernel [65] introduces an in-process reference monitor that
mediates and virtualizes all resource accesses. Pegasus [191] similarly merges frequently
communicating processes into a single process using an in-process abstraction, amortizing the
cost of inter-process communication. These efforts effectively treat sub-process components as
miniature processes, enforcing access control decisions in a manner analogous to how an OS
manages process-level protection. I expect that this principle will continue to hold for future
hardware-assisted security retrofitting efforts.

Abstraction can keep secrets. Contrary to the common belief that abstraction should not
be relied upon for protecting secrets, particularly against side-channel attacks [192], certain OS
abstractions can, in fact, be retrofitted to provide such protection efficiently. INCOGNITOS
(Chapter 4) demonstrates this by retrofitting the OS memory-management and scheduling
abstractions to enforce a whole-system side-channel mitigation scheme that remains transparent
to the target application.

Future systems should identify abstractions that can be strengthened or extended to provide
similar guarantees. One prominent candidate is the system-call interface, which has been shown
to be a weak point for in-process isolation [35] and can also be exploited for side-channel
leakage [142,193]. Future work includes integrating side-channel protection semantics into
system calls, thereby preventing leakage both across in-process isolation domains and toward
an untrusted OS or hypervisor.

Security requires careful consideration across the stack. Confused-deputy attacks on
in-process isolation systems (Chapter 3) and side-channel attacks on CVMs highlight the need
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for a holistic threat model that spans the entire software stack. INCOGNITOS takes this approach
to its logical extreme: it not only incorporates side-channel protection into the OS but also
extends this protection across the whole system, covering both user and kernel code.

To avoid pitfalls and gaps in protection, future systems should continue to adopt such
cross-layer reasoning, ensuring that policy definition and enforcement remain consistent across
hardware, kernel, and user space.

Security and compatibility can coexist through retrofitting. Important ideas in
security, although often phased out of mainstream systems in favor of compatibility, remain
relevant.

Capability-based security, in particular, aligns surprisingly well with the programming model
of many existing software interfaces, enabling fine-grained access control through retrofitting.
Inspired by approaches such as DroidCap [34] and Capsicum [32], CAPACITY’s cryptographic
capability mechanism integrates cleanly with UNIX file descriptors, which already behave as
capability-like interfaces [194]. Other recent systems follow similar principles. For embedded
system compartmentalization, D-Box [195] leverages capability-based techniques to specify
access control for DMA devices. Blindfold [196] demonstrates that capability-based security
can also be retrofitted for confidential memory management under an untrusted OS, achieving
both compatibility and simple enforcement.

The success of these systems leads me to believe that other influential security ideas,
such as multi-level security [197] and information flow control/tracking [198, 199, 200], can
meaningfully improve the security of modern systems through retrofitting. For instance,
information flow tracking [199,200,201] could track the propagation of secrets across the stack,
allowing INCOGNITOS to efficiently randomize only those accesses involving sensitive data.
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5.2 Conclusion

This dissertation examined how modern hardware reshapes the long-standing protection
models established by OSes and argued that maintaining coherent protection across hardware
and software is essential for secure system design. Through CApACITY and INCOGNITOS, 1
demonstrated the principle of coherent protection as a basis for effective security retrofitting:
CapPAcCITY showed that capability-based principles can be integrated with hardware acceleration
to provide consistent access control over both memory and system resources, while INCOGNITOS
illustrated how the OS’s protection goals can be extended in confidential computing
environments to effectively address side-channel threats. As hardware continues to redefine
system protection, OSes will increasingly need to adapt to these evolving capabilities, and the
work presented in this dissertation offers initial steps toward that goal.
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